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From the Editors
A satellite without a ground system is like a kite without a
string. It may be an elegant, sophisticated, engineering
marvel, but it simply won’t do what it’s designed to do.
Ground systems are perhaps difficult to envision because
they encompass such a wide diversity of facilities, functions, and operators. There are the tracking stations, with
their massive antennas and radomes, that track and communicate with satellites. There’s the mission control center,
with its banks of computer terminals and display screens,
where mission managers plan constellation activities. There
are the data processing and archive centers, with their
extensive arrays of computer servers sifting and categorizing huge quantities of information. There are the software
programs and interfaces that allow ground personnel to
interact with the satellites and that render the satellite data
meaningful. There are the telecom networks, switches, and
routers that connect all the disparate elements. And there
are the countless support functions and infrastructure that
keep the command centers staffed and operational.
Aerospace has been involved in the design, acquisition,
implementation, and evaluation of defense ground systems since the early days of the Air Force Satellite Control
Network, originally established to support the Discoverer
program. Since that time, control systems have evolved,
and Aerospace expertise has kept pace with the changing
developments. In recent years, for example, Aerospace
helped NASA and NOAA model comprehensive enterprise-wide ground system architectures for their scientific
and operational space missions. The Aerospace Concept
Design Center has assembled a specialized subgroup
focused on exploring ground system requirements and
architectural trade-offs. A rapid prototyping capability
allows Aerospace engineers to quickly simulate and
evaluate new network components and data processing
architectures. Particular depth in the area of information
security has enabled Aerospace to evaluate proposals
and techniques for safeguarding sensitive data shunting
through dynamic networks. Aerospace also represents the
interests of the national security space community in helping to develop specifications and standards for networkdriven operations. For example, an Aerospace study of the
potential benefits and pitfalls of using commercial software
was instrumental in codifying the best practices for acquiring complex, software-intensive ground systems.
We hope this issue of Crosslink will provide a useful
introduction to the art and science of ground systems acquisition while highlighting some of Aerospace’s important
contributions to the field.

Headlines
A Grand Finale

Courtesy US Air Force

The last Titan rocket blasted off from Vandenberg Air Force Base Oct. 19, 2005, carrying a
national security payload for the National Reconnaissance Office.
Launch of the Titan IV B-26 was the final mission for the Titan IV and the culmination
of a long evolution from the original Titan ICBM. The Titan IV was developed to launch the
nation’s heaviest and most critical payloads. It was the 200th Titan launch from Vandenberg.
“In addition to congratulating today’s Titan team, I’d like to congratulate The Aerospace
Corporation for making major contributions to the Titan program from the very beginning
of the Space Launch Vehicle Program in the 1960s,” said Ray Johnson, vice president, Space
Launch Operations. “We can all be very proud of the contributions that we’ve made to national
security space through our support of the Titan,” he added.
The mission was dedicated to three recently deceased Titan team members. Lenny Hoops of
Aerospace was one of the honorees. His name was affixed to the rocket’s upper stage, which will remain in orbit. Hoops, who died April 1,
2005, served as an expert in ground control and monitoring system hardware and software used to test Titan IV rockets at Vandenberg.

Command and Control
Satellite operations for the Air Force’s DSCS III and Milstar
communications satellites have transitioned to the new integrated
Command and Control System–Consolidated (CCS–C). The system provides telemetry, command, control, and mission planning.
Modifications to support two other satellite communications systems, the Wideband Gapfiller and Advanced EHF, are under way.
CCS–C eliminates milsatcom’s reliance on the command and
control functions of the legacy Air Force Satellite Control Network,
providing more modern computer hardware and software. “The
AFSCN was phasing out support of the legacy TT&C system.
Minimum sustainment costs were high, and the architecture did
not allow for incorporation of new requirements,” explains Mary
Rich, Principal Director, Software Engineering Subdivision.
CCS–C will substantially reduce operation and sustainment
costs by exploiting the capabilities of existing satellite control systems, including those based on commercial off-the-shelf products.

Aerospace has been involved in the CCS–C acquisition from its
inception. “Aerospace was key in developing and executing an innovative acquisition approach, keeping competition through a demonstration phase,” said Rich. Aerospace technical support included:
definition, validation, and coordination of the CCS–C operational
and functional requirements for milsatcom satellite programs;
formulation of conceptual architectures, cost estimates, schedules,
and acquisition plans; technical assessment of contractors’ system
designs to ensure that requirements would be met and risks adequately managed; and review of system test plans and procedures
for accuracy and completeness. Additionally, Aerospace developed
strategies for engineering changes to the program baseline, prepared
technical inputs for the Request for Engineering Change Proposals, and evaluated the contractors’ technical, cost, and management
approaches. CCS–C will provide “improved operational capabilities
for substantial savings in sustainment,” said Rich.

Transforming Space

A Collaboration for Innovation

Aerospace CEO and president William Ballhaus and Aerospace
Institute Executive Director David Evans represented The Aerospace Corporation at “Transforming Space: California Innovation,
Infrastructure and Intellectual Capital.” The conference, held in Los
Angeles in December, 2005, highlighted California’s accomplishments in national security, civil, and commercial space, as well as
space-related education.
Ballhaus led a panel on accessing space that looked at NASA
and Department of Defense future launch-vehicle needs: NASA’s
launch vehicle to replace the space shuttle (which will be retired by
2010), and DOD vehicles capable of launching a broad spectrum of
payloads, from microsats to large communication satellites. Evans
participated in a panel that looked at science and technology challenges of educating the space workforce of the future: how to ensure
the future workforce will be available to continue this nation’s space
exploration activities and access to space.
The Air Force Space and Missile Systems Center (SMC) was
instrumental in launching the conference, and SMC Commander
Lt. Gen. Michael Hamel was keynote speaker. The conference was
jointly sponsored by the California Space Authority and the California Space Education and Workforce Institute.

Aerospace and Sandia National Laboratories are investigating
opportunities for interactive research and development in a broad
range of scientific areas that support national security.
The two research organizations signed a memorandum of understanding calling for interaction in space microelectronics and
component technologies, sensor and instrument systems, spacecraft technologies, systems technologies, information technologies, and space simulation and modeling tools.
Mike Drennan, vice president for Space Operations, Requirements, and Technology at Aerospace, said he is pleased to be able
to have a more formal relationship with Sandia.
“We see great prospects for this relationship to bloom, as we
have already identified a number of areas of mutual interest where
each organization brings a very special expertise to help with national security space activities and challenges,” he said. “Aerospace
looks forward to a long and productive relationship.”
Sandia will identify applications for its hypervelocity impact
modeling capability and its possible use for intercept debris characterization. Aerospace will provide space architecture systems
engineering to support Sandia demonstrations. The two organizations will exchange personnel and share expertise and experience.
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NASA’s New Horizons spacecraft is on its way to a
“scientific reconnaissance” with Pluto, the last planet
in our solar system to be visited by spacecraft. New
Horizons, the fastest spacecraft ever launched, will
reach lunar orbit distance in just nine hours, pass
Jupiter 13 months later, and cross the entire solar
system to reach Pluto and its moon Charon in 2015.
Launched aboard an Atlas V rocket from Cape
Canaveral in January, New Horizons will conduct
flyby studies of Pluto and Charon. Seven science instruments on the probe will study surface properties,
geology, interior makeup, and atmospheres.
Pluto is an “ice dwarf ” planet in the Kuiper Belt,
the icy third zone of the solar system. Because ice
dwarfs were formed more than 4 billion years ago
and are bodies from which the larger planets accumulated, the findings of New Horizons may also
contribute to scientific understanding of planet
formation. New Horizons will be in the area approximately five months and then move on to study
surfaces of other Kuiper Belt objects. It will not
return to Earth.
Aerospace has supported the New Horizons
Pluto mission in several areas, which included supporting NASA headquarters in evaluating and selecting the mission, serving on a nonadvocate review
board during the preliminary design review, and
assessing the launch vehicle performance. Aerospace
also reviewed the probe’s radioisotope thermoelectric generator, capable of powering the entire spacecraft (which operates on less power than a pair of
100-watt household light bulbs).

Courtesy NASA/JPL

New Horizons

Modernized GPS
The first of a new fleet of modernized Global Positioning System satellites was placed into orbit September 25, 2005. GPS IIR-14M is the first of eight
Block IIR-M satellites scheduled for launch from
Cape Canaveral within the next two years.
The Block IIR-M satellites will provide a new
civil signal (L2C) and a higher-power military
(M-code) signal. The M-code signal will reduce the
vulnerability of military GPS-supported platforms,
while the L2C will improve navigation accuracy for
civilian users.
“The modernized GPS satellites transmit new
navigational signals to both military and civilian
users, thereby increasing navigational accuracy and
availability for all users,” said Dave Gorney, vice president of Space Program Operations at Aerospace.
The Delta II launch also marked the 42nd consecutive successful launch for the Air Force Space
and Missile Systems Center, tying the record for the
most successful launches by the Air Force.
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Profile

Well
Grounded
Suellen Eslinger has led a distinguished career as
a distinguished engineer. Above all, she has a soft
spot for software, the kind that empowers
massive ground systems.
Donna Born

S

uellen Eslinger’s work as a software engineer at Aerospace
primarily focuses on large ground systems, although during
her long and immensely productive career she has worked
with onboard software, done research in software acquisition and
processes, developed and taught courses in software acquisition and
engineering, and published and presented numerous papers, among
other projects. She is a woman of many talents and a wide range of
interests, from a love of mathematics to a passion for playing the recorder. The importance of her work has been recognized by almost
every achievement award Aerospace gives.
By the time Eslinger came to Aerospace in 1985, she was already
experienced in large ground systems, having worked extensively on
systems for the Naval Research Laboratory, General Research Corporation, and Computer Sciences Corporation. She had managed
software development projects for several systems, including a system for the Johns Hopkins Applied Physics Laboratory to evaluate
the performance of the Trident submarine and missiles; a groundbased attitude control system for the NASA Earth Radiation
Budget Satellite; and the Network Control Center, a large ground
system for the NASA Tracking and Data Relay Satellite System.
“I’ve worked on large ground systems for most of my career.
I would expect most people in software to have that experience
because this is where the largest software is,” Eslinger said. “My
very first assignment here at Aerospace was helping to get CSOC,
which was part of the Air Force Satellite Control Network
(AFSCN), up and running. Lots and lots of software.” CSOC, or
the Consolidated Space Operations Center, was the huge ground
system the Air Force was developing at the time in Colorado
Springs. Eslinger led several teams of young engineers working on
various parts of the system.
When that project was well on its way, she moved to the
AFSCN program office as section manager for Data-Systems
Modernization, which became the command and control segment.
She also worked on the software control system for large digital
switches going into the communication segment.
“The control system for those digital switches was essential
for us to get the switches into the AFSCN and CSOC because
the control systems that were in the switches themselves were
very rudimentary. You couldn’t handle a mission using those. The
 • Crosslink Spring 2006

c ommunication segment up at Sunnyvale had no switching system,
and we were trying to put the first switching system in. It took
years. So that was kind of my love—I got very involved in that project,” Eslinger said.
The Air Force Satellite Control and Data Handling Program
Office gave her an award in January 1991 for her work on the
switching system. “I got a lovely plaque from the Air Force that no
one else had gotten. I was really pleased with this because it was
very unusual for the Air Force to give such an award to Aerospace.”
The plaque reads: “Presented to Suellen Eslinger in earnest appreciation for ad infinitum dedication and contributions without equal.”
She also later received an Aerospace Group Achievement Award
for contributions to the development of AFSCN communication
switching systems.
Eslinger had long been interested in research, and when a staff
position in the area of software risk analysis opened, she readily accepted it because it offered funding for research. Before she came
to Aerospace, her work on the Software Engineering Laboratory, a
large research project at NASA Goddard to improve software development, inspired her interest in software processes and metrics.
This eventually became her specialty at Aerospace.
“I still do a lot of ground systems, but I’ve transitioned from the
actual development of ground systems to what you might call the
process arena. Not what do you build, but how do you build it? And
how do you build it in a better way?” she explained. She is coauthor
with Richard Adams of an article in this issue of Crosslink about
commercial off-the-shelf software in ground systems for satellites.
Their research identified a set of best practices for using such software, from both contractor and government viewpoints.
Eslinger was principal investigator on three independent research and development projects for nine years. Her first IR&D
grant—looking at techniques for evaluating risk in software on a
program—was also the first funding granted to the software engineering subdivision to do research related to software processes.
A second grant looked at software acquisition processes: “What
should the government be doing to do their job better in acquiring
software-intensive systems?” A third project developed a technique
for Aerospace to go into a program and do a quick risk assessment.

When that work was completed, she became principal investigator of the software-acquisition Mission Oriented Investigation and
Experimentation research task and continues in that role after more
than eight years with the project. “We merged small research efforts
in software acquisition into a larger software acquisition research
task. That funding is marvelous. It has enabled us to do so much
that can benefit multiple programs. I like doing the research, and
that’s been one area that I’ve found very interesting, very challenging,” Eslinger said.
Software is where the future of space systems lies, Eslinger believes. “We are building a distributed processing system in space
that happens to live in satellites. The fact that it’s doing communication and has communication hardware and some of it lives on
satellites is not where that whole frontier is. That whole frontier is
in its software on board and on the ground—an enormous quantity
of software. We’re looking at going from zero lines of code in the
first Defense Support Program satellite in the late ’60s to 500,000
to a million lines of code onboard our satellites. A million lines of
code used to be a lot on the ground—our ground systems are now
up to 8 to 10 million lines of code.
“What we have in space is an information technology revolution,” she added. “A collection of satellites, a constellation, has to be
viewed as an information technology system because it’s no longer
the hardware that’s as difficult as the software. The software is what
does the mission these days. Without the software the hardware
would be meaningless. So the new frontier for satellites is in their
software. And the ground systems are a huge part of that—just a
huge part of that. Satellites can’t live without their ground systems.”
Unfortunately, Eslinger said, software is also where the trouble
is: “The software is just a terrible problem everywhere on all our
programs. It’s over budget; it’s over schedule. The software has
thousands and thousands of defects in it. It doesn’t work right. It
doesn’t do what it’s supposed to. Sometimes it takes years to get the
software beaten to shape so it can go into operations.” One of her
goals in her remaining work years is to do something that leaves the
industry better than when she came: “What could we do that would
be new and exciting and really make some kind of big impact?”
Teaching is another area of Eslinger’s experience, which she
called upon to help The Aerospace Institute develop the systems
engineering curriculum as it was forming in the mid-1990s. She
had taught mathematics while working on her master’s degree at
the University of Arizona and her Ph.D. at the University of Maryland. She also taught in all areas of the mathematics curriculum at
the College of Notre Dame of Maryland and at Goucher College,
her undergraduate alma mater.
The Institute’s software specialist and consultant, she worked on
the core program design and the four courses of the systems engineering program, incorporating software modules. She continues to
work on recent course additions, such as software acquisition and
engineering, space system test management, and risk management.
“Curriculum development never ends. I like it and it’s exciting,” she
said.
She started teaching in the Institute’s systems engineering curriculum the first time it was given and still teaches in different areas
of the curriculum. She is a great favorite of the students, and the
Institute has given her five annual Institute Achievement Awards in
recognition for her strategic contributions.

In 1997, Eslinger was appointed a distinguished engineer, joining an elite group of Aerospace technical staff who lead major
efforts and act as consultants in different areas. “I lead research projects,” she explained. “I lead the Institute work. I was a leader for the
Mission Assurance Improvement Task Force of the Space and Missile Systems Center and the National Reconnaissance Office—I led
the software Integrated Product Team for that.”
She is the first and only woman to be a distinguished engineer
at Aerospace. “I think women who are qualified to be distinguished
engineers are going up the management chain instead,” she said.
“Many of our really bright, really capable, really distinguished
woman engineer material are now level-4 and level-5 managers. I
didn’t want to go up the management chain; I like to stay technical.
I like to lead technical teams.”
Elected an Aerospace Woman of the Year in 2000, Eslinger was
cited by the committee for her technical achievements as well as
her support for women in the profession: “Her technical excellence
and professional achievements have made Eslinger a role model for
women in the aerospace industry. She finds time for technical and
career counseling, serving as a mentor for young women engineers.”
Women have been a powerful force in her own life and career, especially her mother, who she says is her hero: “I’m where I am because
of my mother’s goals for me and her ideals.”
Another important influence in her early life was Sputnik, which
went up when she was in junior high. Americans were stunned by
the Soviet Union’s technical prowess, and like schools all over the
country, Baltimore shored up its mathematics and science programs. Always good in mathematics, she made an easy decision to
take advantage of the new programs. In high school, she focused
on academics to the exclusion of everything else: “I spent my whole
time studying. I took my SATs and got a full tuition scholarship to
Goucher College, a women’s college in Baltimore. That was just a
marvelous education.” She earned a B.A. in mathematics (magna
cum laude, Phi Beta Kappa) at 19 and was awarded the Torrey
prize, given to senior majors in mathematics who are selected by the
department for their excellent records and firm grasp of the subject.
“Education in math and sciences and engineering is really, really
important,” she tells young people, but she also tells them to get a
strong foundation in the liberal arts. At Goucher, she majored in
mathematics and science, but says it was her liberal arts education
that taught her to think, to write, to speak—“what we do here at
Aerospace. We do technical analysis, but we have to communicate.
Even as a math and science major, I wrote research papers constantly. So writing a technical report here is not a big deal—it is not
a stretch.”
“Engineering is a wonderful field to be in,” she added. “It’s interesting, exciting, there are good jobs, well paying jobs. Engineering
requires a lot of thought, a lot of study, but to be successful, you
have to be willing to step up and communicate your results. You
have to take on assignments where you will be talking to people,
briefing people, proselytizing your viewpoints, and writing them
down. You must be willing to take your love of engineering in your
hand and go out with that. If you want to achieve at Aerospace—
whether you want to achieve technically or in management—you
need to do that. You have to be willing to accept assignments where
you will have to brief people way above your level and not be afraid
to stand up and say: ‘This is what it is.’ ”
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An Overview
of

Ground System
Operations
Without a functional ground system,
the most sophisticated satellite
constellation would be little
more than orbiting debris.
Marilee J. Wheaton

A

generic space-system architecture
encompasses a space segment, a
launch segment, a user segment,
and a ground segment. The space segment
consists of the primary mission satellites,
payloads flown on other satellites, and any
relay satellites. The launch segment includes
the launch vehicle, launch range, payload
adapter, and launch site services (such as
range safety and payload integration and
processing). The user segment comprises the
end consumers of satellite data—the users,
user terminals, and related services such as
data processing. The ground segment encompasses the hardware and infrastructure
that enable the space assets to conduct their
mission successfully.
Although the space segment often
receives the most attention, without the
ground systems to maintain them, space assets would be essentially useless. The ground
segment supports the launch facilities when
placing satellites into orbit, and, after initial
checkout, helps keep them there, responding to tasking and supplying useful data,
which it gathers, decodes, analyzes, and distributes. Simply put, the ground system is
the conduit through which users receive the
benefit of the space assets.
The ground segment comprises various
facilities and installations, generally categorized in terms of ground stations, ground
centers, and sometimes, user elements. The
ground stations house the antennas and
equipment that enable communication with
the space assets—for example, RF receivers,
transmitters, and power generators. Ground
centers include operational nodes such as
the mission operations center, payload operations control center, satellite operations
 • Crosslink Spring 2006

control center,
and of course,
the mission control
center, which plans,
monitors, and controls
the execution of the overall
mission. User elements may be
located within the control centers,
but typically are in the hands of users
dispersed across the globe.

Ground Systems Functions

The primary functions of the ground centers
include mission management, space-system
asset command and control, and mission
data processing. Most of these are implemented by a mix of computer and communications hardware, firmware, and software.
Embedded in these functions are support
functions such as training, data archiving,
and enterprise management.
Mission management focuses on planning and scheduling, from long-range planning of architectures and configurations,
through preplanning and scheduling of
mission activities, to real-time reactions to
events and changing circumstances. Specific
tasks would include constellation management, payload tasking, resource allocation,
maintenance scheduling, data processing and distribution planning, schedule
dissemination, and evaluation of system
performance.
Space asset command and control includes all the activities and functions that
enable a spacecraft or payload to perform
its mission, from launch and operations
through deactivation. Space-to-ground
communications are required for satellite
operations, so the command and control

facilities must include hardware for antenna
control, signal processing, encryption and
decoding, and related functions. A major
aspect is telemetry, tracking, and commanding, or TT&C, which ensures that satellites
can relay health and status reports to the
ground systems, receive commands from
the ground, and control space subsystems
and payloads based on commands and status. Telemetry refers to automated health
and status measurements generated by the
spacecraft, which are collected, packaged,
and transmitted to the ground. Tracking (or
orbit determination) is the determination
of orbital parameters based on angular position, range, and range-rate measurements.
Telemetry and tracking employs subsystem
experts engaged in short- and long-term
trending, calibration, and resource management. Commanding refers to signals that
are transmitted to the spacecraft to affect
operations and reconfigure subsystems and
payloads. Anomaly detection and response
applies engineering resources to isolate the
causes of anomalies, define mitigation efforts, and gauge the success of the response.
In the satellite operations center, telemetry
is processed and analyzed, commands
are generated, and their execution on the
satellite is verified. Satellites are kept in
the appropriate orbit and orientation with
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relay satellite

Mission
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Mission
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Mission
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A generic system architecture identifying space and ground elements. The mission control center is the nucleus, managing and operating the overall mission.

stationkeeping and attitude corrections,
which require maneuver planning.
Mission data processing is provided by
the mission data chain, which includes all
the functions and activities related to the information gathered in space, from the time
it arrives on the ground from the sensor or
processor until the products or communications generated from it reach the end users.
Essentially, this is the space mission’s goal.
The functions in the mission data chain
start with data capture and archiving, then
proceed through data conditioning and
preprocessing, mission product generation, dissemination to users, and exploitation. Included in these steps would be the
implementation of mission algorithms, data
analysis, and product validation.
These primary mission tasks require
many support functions, such as data archiving, enterprise management, network
management, maintenance, testing, training,
and simulation. Testing and training activities include certification testing, operator
training, exercises, launch rehearsal, and
simulation of the processors, spacecraft bus,
payloads, and interfaces. Also critical is the
information infrastructure and tightly controlled networks that connect the different
functions and facilities within the ground
system and with the external world of end

users, launch facilities, tasking authorities,
and other programs.

Design Trades

Some mission requirements can be fulfilled
in either the ground or space segment.
Generally, it’s not an either/or decision, but
a question of how much capability goes to
which segment. Trade-offs include cost,
schedule, technology readiness, security, and
even political considerations. Aerospace
conducts comprehensive trade-off studies to
help system architects decide, for example,
whether data should be processed on orbit
or on the ground, whether to use satellite
crosslinks or build more tracking stations,
and whether to increase satellite transmitter
power or use larger terminals.
Ground system architectures are complex, and a decision affecting one component will generally affect many others.
For example, an increase in the amount
of onboard data processing could enable a
decrease in the downlink bandwidth. This
could conceivably improve data latency
and increase user satisfaction. On the other
hand, the amount of memory needed on
board would increase, affecting the complexity, mass, and power of the space vehicle
itself. This in turn might limit the choice of
launch vehicles. Ground processing might

be slower, but could take advantage of technology upgrades, permitting maintainers to
upgrade hardware periodically; hardware on
satellites can generally not be replaced.
Another important design consideration
involves operations and maintenance. In
this case, the investment of a higher development cost could result in lower operational cost or improved system performance.
For example, the use of fault-tolerant hardware and software should increase reliability
and require fewer maintainers. Automated
deployment of software upgrades should
result in fewer site visits, and automated
training could lead to a reduction in training costs. On the other hand, automation
can add a layer of complexity and risk, since
not all anomalies or events can be predicted
in advance, and redundancy can add another layer of cost.
The planned location of a specific ground
node can also be a design trade. The drivers
for the number and location of ground stations include mission considerations such
as constellation visibility, the number of
satellites to be contacted, and the number
and duration of contacts per satellite. Other
potential drivers include politics, environment, infrastructure, feasibility of satellite
crosslinks, and requirements for availability and survivability. For example, some
Crosslink Spring 2006 • 

locations that provide good sight lines and
accessibility might be prone to earthquakes
or hurricanes. Tracking stations in foreign
territory would require diplomatic agreements, and those in remote locations might
require additional facility security or a high
level of automation.

Challenges and Risks

The acquisition of ground systems involves
the development of large, complex softwareintensive systems that are increasingly
dependent on commercial off-the-shelf
(COTS) hardware and software for major
pieces of functionality. Recent experience
has shown that heavy use of COTS software
may seem efficient and economical in theory,
but can in practice create problems that lead
to schedule delays, performance shortfalls,
and cost overruns. Ground systems also
contain sophisticated external interfaces that
link them to users, and these interfaces can
be a source of engineering problems, particularly as the operating systems and hardware
evolve. For many space missions, the ground
system will at some point undergo a transition from legacy to new components—and
this transition must be seamless. Sometimes,
the use and reuse of legacy components, and
their integration during system transition,
are not adequately planned, and this can adversely affect the mission.
An important aspect of the ground systems expertise that Aerospace provides is
in the up-front planning for acquisitions—
particularly in regard to the requirements
and architecture definition. It is paramount

“The magic is
on the ground.”

—Col. Edward T. Cope, Deputy,
Chief Information Officer, NRO,
Ground System Architectures
Workshop 2002

to a successful acquisition that the operations concept and requirements include
the ground segment in the initial planning
phases. Given the high total cost of ownership of these systems, sustainment must
be emphasized from the very beginning.
Information assurance across the enterprise
(or several enterprises) is another challenging area, and here, Aerospace is taking a
lead role by developing policy and practices
and providing guidance on technology and
implementation.
 • Crosslink Spring 2006

As with the space segment, active risk management
Satellite
for the ground segment is
a major contributor to mission success. Potential risk
factors include poor estimation of the effort required,
Command
Telemetry
data
data
inadequate understanding of
technology maturity, overemphasis of COTS products and
reuse of existing assets, failure
Range
to consider sustainability, difdetermination
ficulty in obtaining regulatory
compliance, and even the inLand lines
cidence of bad weather.
or satellite
Potential risk can be miticommunications
gated by ensuring accessibility for fixes throughout the
lifetime of the ground system,
designing a robust and flexMission control
Remote tracking
ible architecture that can accenter
station
commodate changes, making
judicious use of advancing
Telemetry, tracking, and commanding (TT&C) consists of self
commercial technology, and
measurements generated by space asset, calculations of the
adhering to an evolutionary
spacecraft’s orbit, and directions for actions executable by the
design approach. Benefits
subsystems and payloads.
of the evolutionary strategy
include an early operational
capability, reduction of risk
profoundly affect ground system design and
by focusing on smaller system
modernization for the foreseeable future.
attributes, accommodation of relatively flat
Tight budgets are also exerting an infludevelopment budgets, flexibility to incorence, and ongoing operation and mainteporate better technology when ready, and
nance costs will be the subject of greater
quick response to evolving user needs.
scrutiny. Other trends include the comminFuture Trends
gling of commercial and defense systems,
What is driving the future trends in ground such as in the communications, meteorolsystem design and implementation? Cerogy, and launch vehicle areas. A decrease in
tainly, the changing technology, especially
the number of experienced ground station
as the rate of change continues to increase.
and mission center operators is spurring a
Interoperability is another major driver,
need for improved training, increased sysas evident by the increasing emphasis on
tem autonomy, enhanced human system insystems-of-systems engineering and conterfaces, and additional tools and simulators.
formance to recognized standards. The
Summary
amount of software in ground systems conAs perhaps the most flexible element in a
tinues to grow, and with this growth comes
space system architecture, the ground seggreater demands on program management
ment is often called upon to accommodate
for successful execution of development
unplanned changes or errors in the space
projects involving several million lines of
segment design or implementation. But
code. Increasingly, these demands are being
met through COTS and open-source com- even though ground systems are easier to
modify, their functionality can never be
ponents, a trend that is likely to continue.
taken for granted; rather, system architects
Data rates and volumes are also rising—almust engage in a fairly comprehensive inready reaching gigabit data rates and petvestigation of ground system expectations
abyte data volumes. Effectively managing
from the earliest concept development
and exploiting such large quantities of data
stage. Modern national security spacecraft
will require sophisticated tools and agile
can perform remarkable feats, but without
processors. End users are highly distributed
equally sophisticated ground systems, they
and are increasingly demanding information and knowledge—not just raw data. The would be unable to achieve their critical
mission goals.
need to supply useful information packages
while meeting low latency requirements will

The Concept Design Center
Ground Systems Team

Node
Functions
(master function list)

Program managers have better success managing
ground systems acquisitions when they understand
the inherent cost and risks early in the process.
Aerospace has developed a means of identifying
such risks while generating meaningful estimates of
system and component costs.
The Ground Systems Team is a specialized subgroup
within the Concept Design Center created to develop
and evaluate ground system architectures. Using this
resource, Aerospace provides top-level designs for
proposed ground stations as well as individual models that estimate software, staffing, processing, communications, facilities, and cost requirements. Studies
have been conducted for components of AFSCN,
GPS, Space-Based Infrared System, military satellite
communications, and numerous classified programs.

Staffing

Number of offices

Estimate of staffed
workstations
Software
architecture

Wide-area
networks

Software
Processing/
information
architecture

Comm
architecture
Hardware

Hardware

Facilities

The Models
The process begins with a model description. Each
ground system node (e.g., mission control station,
backup station, depot support facility) is characterized in terms of five subsystems: processing and
information architecture, communications architecture, software, staffing,
and facilities. The functions performed at each node are defined on a
master function list, organized in terms of mission processing, mission
management, ground command and control, ground system management, support, facility management, and miscellaneous functions.
The function-to-node mapping provides the top-level functional description, while the list and characteristics of the links between nodes help
define the information and communications architectures. After the functions to be performed at a particular node are determined, complexity
factors are assigned to help guide the design of the software subsystem.
All the subsystems are then replicated for the other nodes, allowing customization of individual node characteristics.
Modeling of the five subsystems begins simultaneously, but some modules require inputs from others. For example, the initial staffing estimates
provide the information architecture module with information on the number of users accessing each of the internal local area networks, allowing these networks to be partitioned in a reasonable manner. With the
specification of the local area networks and the internode connections,
the communications and processing modules can prepare lists of the
necessary hardware. The staffing, communications, and processing information are fed to the facilities module to produce facility size estimates.
Results from all five subsystems provide inputs to the cost module.
The process can be applied to numerous architectures to assist in architectural trades. In this case, a baseline architecture is first developed as
a basis for comparison. Multiple ground architectures from competing
contractors can be assessed based on such differences as manual versus
automated implementation, redundant versus nonredundant processors,
and other variations in technology. These trade-off studies indicate cost
differences between competing architectures and identify risk areas,
which in turn can result in further studies or provide a rationale for choosing one design over another.

Cost

Key module interactions.

The Process
The typical process used to conduct a study consists of three phases: predesign, design, and documentation. During the predesign phase, which
can last from 6 to 12 weeks, the program manager provides relevant
data, such as a concept of operations, a requirements specification, and
any estimates of software size and staffing levels. Aerospace evaluates
the proposed capabilities and then characterizes the system architecture.
After a preliminary master function list and node structure are designed,
a set of system and model assumptions are developed to constrain the
modeling effort to only those data deemed relevant. The emphasis during this phase is on ensuring that the problem is scoped correctly.
During the design phase, which generally lasts from 2 to 4 days, the
architectures and assumptions are further refined. The nodes are populated, and the final ground system model is reviewed to ensure that the
results meet expectations.
Finally, Aerospace produces documentation outlining each of the
modeling assumptions, definitions of the master function list and nodes,
and data from each of the models. Examples of model outputs would
include estimates of software size, facility sizes, and staffing needs for
each node. Development costs and operations and maintenance costs
are also provided for each node and for the ground system as a whole.
The documentation would include a collection of mission requirements
and study assumptions, an executive summary, functional and cost
comparisons, and conclusions. More detailed reports can discuss the
design, architecture comparisons, and risk factors for each subsystem. If
desired, the cost section can describe the methodology and break down
costs by architecture, phase, and work breakdown structure, with cost
comparisons between nodes or alternative architectures. Because all
studies are fully documented, the models themselves can be fine-tuned
for additional studies.
— Donald E. Town
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Evolution of the

Air Force Satellite Control Network

Jeffrey Fedor,
Ronald Nishinaga,
Carl Sunshine,
and Patrick James
The master control room of the Air Force Satellite Test Center
in Sunnyvale, California, just after its completion in 1961.
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Courtesy US Air Force

The successful deployment of national security space assets would hardly be possible
without a comprehensive and reliable system of ground-based command and control.
For more than 45 years, Aerospace has helped maintain and extend this critical capability.

“Without the system of satellite command and control, there could have
been no military space program, and more importantly, no system of
space-based reconnaissance.”
—Forrest S. McCartney, Lt. Gen., USAF (Ret.), satellite operator 1959–1961

T

he Air Force Satellite Control Network (AFSCN) is a global, robust,
continuously operational network of
ground stations, operational control nodes,
and communications links that support
launch, command, and control of various
space programs managed primarily by the
Department of Defense and other national
security space organizations. In addition, it
supports certain nonmilitary U.S. space assets, such as the weather satellites operated
by the National Oceanic and Atmospheric
Administration (NOAA), and select programs of allied nations. The Air Force Space
and Missile Systems Center (SMC) manages acquisition, including development and
sustainment of network capabilities.
The mission of AFSCN is to provide
telemetry, tracking, and commanding as
well as communications, selected missiondata dissemination, and data processing for
operational missions and programs relating
to research, development, testing, and evaluation of space systems. The history of AFSCN demonstrates the challenges of modernizing a fielded system that is in constant
operational use. For nearly five decades,
program managers have been challenged
by the need to insert more operationally effective and economical computing systems,
communications equipment, and standards.
Today, the network is undergoing a major
upgrade of its remote ground stations while
planning for increased interoperability with
defense, civil, and commercial space control
assets. The Aerospace Corporation has been
a vital partner in the planning and evolution
of the AFSCN since its early years and is
helping to transition the network through
its next phase of development.

that allow the satellite operations centers to
interact with the remote tracking stations.
The satellite operations centers command and monitor space vehicles. Many
are housed within the operational control
nodes, but some are geographically separated. Each is responsible for the day-to-day
operations of one or more satellites in a
constellation or family. Some are common
to many programs and involve the satellite
bus for activities such as stationkeeping,
power management, and attitude control.
Others are focused on specific missions
and perform functions related to operating and managing the unique mission
payloads. Specific tasks of the operations
centers include receiving and interpreting
data from the satellites, locating and tracking satellites, transmitting commands to
the satellites, and isolating and correcting
both spacecraft and ground system failures.

 ommunications with remote tracking
C
stations rely principally on Defense Information Systems Network and commercial
communication assets.
The remote tracking stations communicate with space vehicles using the highly
reliable Space Ground Link Subsystem
(SGLS) in the upper L and S bands
(1755–1850 megahertz uplink, 2200–2300
megahertz downlink), which are relatively
unaffected by adverse weather conditions.
Several stations have extra high power to
ensure communications even when satellite
subsystems are degraded or when the vehicle is tumbling and communications must
rely on omnidirectional satellite antennas
with lower gain. Communications are only
possible when ground antennas have a
direct line of sight to a satellite. Sight times
vary with orbital altitude and can be quite
brief—as short as a few minutes.

Continuous global access
Support to 100 percent of DOD launches
Launch, early orbit, anomaly, and disposal
Onizuka AFS

Vandenberg

New Boston

Thule

England

Secondary
node

RTS

RTS

RTS

TCS

Schriever AFB

Colorado

Diego Garcia

Guam

Primary
node

RTS

Eastern vehicle
checkout facility
(transportable)

RTS

RTS

Hawaii
RTS

Overview

The AFSCN consists of two operational
control nodes, numerous satellite operations centers, eight geographically dispersed
remote tracking stations, 15 antennas, and
the wide-area network that connects them.
The two operational control nodes,
located at Schriever Air Force Base in
Colorado Springs, Colorado (primary) and
Onizuka Air Force Station in Sunnyvale,
California (secondary), provide the communication relays and resource management

The AFSCN currently has facilities in Colorado Springs, Colorado; Sunnyvale, California; Vandenberg, California;
New Boston, New Hampshire; Thule, Greenland; England; Guam; Diego Garcia in the Indian Ocean; and Oahu,
Hawaii. Throughout the years, remote tracking stations have been installed and decommissioned in various
locations to suit changing requirements. Stations have also operated in Annette Island, Kodiak Island, and Donnelly Flats, Alaska; Ft. Dix, New Jersey; Camp Roberts, California; and the Indian Ocean, Seychelles.
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Aerospace and AFSCN:
The Early Years
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Operations

cated time, each operations center connects
directly to the assigned tracking station and
directs the contact activity. In case of trouble, assistance is available from a network
control center.
As part of the contact process, the communications links and station configuration
are first checked during a “prepass” interval.
Then, the remote tracking station is directed
to point its antenna at the space vehicle.
It tracks the satellite, transmitting commands and ranging signals while receiving
telemetry. After the satellite pass, the satellite operator frees up system resources, and
satellite operations center personnel add the
contact data to the satellite history to identify trends and update orbits.
AFSCN allows real-time exchange of
space vehicle data and station status and
commands between the satellite operations
center and the remote tracking station.
Some contacts require only a subset of these
functions, while other activities, such as satellite troubleshooting or early orbit checkout, may require more extensive contacts

Courtesy US Air Force

Typically, a satellite operations center uses
AFSCN to connect to a specified remote
tracking station for a satellite contact of
15–20 minutes, during which commanding,
telemetry monitoring, tracking, or mission
data recovery functions may be performed.
National systems programs represent just
over 40 percent of these daily contacts.
Other primary clients include the Defense
Meteorological Satellite Program, the Defense Support Program, and the Defense
Satellite Communication System, which
collectively account for more than 30 percent of daily AFSCN usage.
Requests for service are generated by the
satellite operations centers and sent to the
network operations center at Schriever Air
Force Base, generally 10 days before the
satellite pass. These are reviewed and reconciled according to an established priority
scheme, leading to an overall schedule for
all AFSCN operations, which is sent back
to the satellite operations centers and to
each remote tracking station. At the allo-

DMSP
12%

Interim Satellite Control Center in Palo Alto, California, as it looked in 1959.
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Aerospace has been involved with AFSCN
almost since its inception, providing technical support throughout its long evolution. As early as 1961, the Air Force asked
Aerospace to establish a satellite control
office to provide general systems engineering and technical direction for its Satellite
Control Facility in Sunnyvale (now known
as Onizuka Air Force Station). At that
time, the facility was less than three years
old, but already experiencing growing pains.
Deficiencies in equipment and difficulties
in coordinating contractors were hampering
operations and preventing needed growth.
Aerospace set up an office in Palo Alto,
California, which soon became part of a
larger satellite control office in El Segundo.
In those early days, AFSCN was clearly
an ad hoc effort. No two tracking stations
shared the same configuration, and each
satellite program employed its own system
for telemetry, tracking, and control. Aerospace immediately helped plan and implement the first major upgrade, known as the
Multiple Satellite Augmentation Program.
This project involved standardization of
support equipment, simplification of remote
tracking stations, and augmentation of data
processing at the Satellite Control Facility.

Courtesy US Air Force

Typical AFSCN daily contacts.

and have high-priority access to AFSCN
assets. Some missions require prolonged or
continuous coverage of their satellites, and
in these cases, dedicated networks managed from the satellite operations centers
are used in parallel with AFSCN. For example, the Global Positioning System uses
AFSCN for launch, early orbit checkout,
and anomaly resolution and a separate dedicated satellite control ground system for
daily operations.

The Air Force remote tracking station at Kaena Point on the island of Oahu, Hawaii,
soon after its construction in 1959.

By the time this upgrade was complete, the
number of AFSCN remote tracking stations had grown from the original three to
six, and of these, three could control two
satellites at once. In addition, the Satellite
Control Facility had the processing capacity
to control six satellites simultaneously.
Aerospace quickly followed up supporting a second modernization effort, the Advanced Data System project, which entailed
writing new software, installing a new communications system, and standardizing satellite transmission frequencies and beacons.
Part of these efforts involved implementation of the Space Ground Link Subsystem,
which integrated the separate tracking,
telemetry, and commanding subsystems.
Thus, a single autotracking antenna at each
tracking station could send and receive encrypted data for one satellite, and within a
matter of minutes, be ready to interact with
another. By the end of the decade, it was
deployed in every tracking station, enabling
real-time management of space assets.

Continued Support

Since then, Aerospace has helped transition
AFSCN through numerous hardware and
software upgrades. One of the most significant was the Data Systems Modernization
program, which introduced centralized
database-driven computer hardware and
software to replace the dispersed Current
Data System. Using this new architecture,
all data would be sent for processing to
Sunnyvale, which would also maintain
centralized control of operations such as
satellite pointing. Thus, the remote tracking stations essentially became remote relay
stations, requiring only limited personnel
for basic maintenance. The program was
initiated in 1980, and by February 1992, the
new system was able to perform all of the
functions needed to support the satellites
then in orbit. The Data Systems Modernization was more reliable than the old
system, cheaper to maintain, and faster in its
operation, allowing it to support a steadily
increasing satellite support workload.
In 1985, during the course of the Data
Systems Modernization effort, satellite control operations started a gradual transition
from Sunnyvale to a more secure and modernized facility at Schriever Air Force Base
in Colorado Springs. But before this newly
built Consolidated Space Operations Center (CSOC) could become operational, it
needed a communication system to connect
it with remote tracking stations throughout
the world. The new communication system
was experiencing development problems,
and it looked as though the Air Force

AFSCN Historical Timeline
1954 – Western Development Division (WDD) established in Inglewood, California;
ICBM Scientific Advisory Group recommends integration of Air Force satellite
and missile programs under WDD.
1958 – Explorer I launched; first U.S. Air Force satellite mission control center established in Palo Alto, California.
1959 – Vandenberg, Hawaii, and New Hampshire remote tracking stations operational; later, Annette Island and Kodiak, Alaska; first Air Force satellite,
Discoverer I, launched.
1960 – Lt. Gen. Bernard Schriever of the Air Force Ballistic Missile Division in El Segundo, California, announces the formation of The Aerospace Corporation.
1961 – Donnelly Flats, Alaska; Ft. Dix, New Jersey; and Camp Roberts, California,
remote tracking stations operational.
1962 – Thule, Greenland, remote tracking station operational.
1963 – Indian Ocean Seychelles remote tracking station operational; Annette Island
station decommissioned; Multi-Satellite Augmentation Program implemented
at the control center and tracking stations.
1965 – Guam remote tracking station operational, Ft. Dix and Camp Roberts stations
decommissione.
1967 – Donnelly Flats station decommissioned; Advanced Data System upgrade to
the Satellite Control Facility.
1975 – Kodiak remote tacking station decommissioned.
1978 – Telemetry & Command Station, England, operational.
1979 – Consolidated Space Operations Center (CSOC) development authorized.
1980 – Data Systems Modernization to replace Current Data System.
1982 – Air Force Space Command activated.
1983 – Strategic Air Command transfers DSP and DMSP to Air Force Space Command.
1984 – Automated Remote Tracking Station program initiated.
1985 – Falcon AFS, Colorado, ribbon cutting.
1988 – Thule-C remote tracking station operational.
1989 – CSOC operational at Falcon; Colorado remote tracking station operational.
1991 – Diego Garcia remote tracking station and Telemetry & Command Station-B
operational.
1993 – CSOC turned over to Air Force Space Command.
1996 – Indian Ocean Seychelles station decommissioned.
1998 – Falcon is renamed Schriever AFB.
2000 – Automated Remote Tracking Station upgrade, Telemetry & Command Station-A.
2002 – 13-meter antenna replaces old wheel-and-track antenna, Telemetry & Command Station-A; Remote Tracking Station Block Change project begins; interoperability studies initiated. SMC becomes part of Air Force Space Command.
2005 – Onizuka AFS included on Base Realignment and Closure (BRAC) list.
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The Consolidated Space Operations Center, now the headquarters of Air Force Space
Command’s 50th Space Wing, shown soon after its completion. SMC developed,
built, and tested this satellite control node and support facilities before turning it over
to Air Force Space Command in 1993.

the Consolidated Space Operations Center
to the remote tracking stations was completed several years later, through a project
called Wideband Direct Connect.
During the 1990s, Aerospace assisted the
Air Force in developing and enhancing four
mission control complexes as well as a range
control complex at the Consolidated Space
Operations Center. Aerospace also established the acquisition program baseline and
developed the requirements definition and
rationale for transferring responsibility of
the Consolidated Space Operations Center
from the Air Force Materiel Command to
Air Force Space Command in 1993. As the
network evolved, Aerospace continued to
play a major role in defining requirements
for engineering upgrades.
For example, Aerospace took part in the
multiyear Automated
Remote Tracking
Station project, which
was completed in
1994. Aerospace
helped the Air Force
modernize the tracking stations, installing
four new 10-meter
fixed antennas and
two transportable
antenna systems. Automated equipment
was installed at all
the existing tracking
stations and in new
stations in Colorado
Springs and on the
Conceptual rendering of a remote tracking station featuring a phased-array
antenna incorporated into a geodesic dome.
island of Diego Garcia

Courtesy Ball Aerospace

would not be able to start satellite control
operations on schedule. To prevent this
delay, Aerospace worked with the Air Force
to develop a communication system, called
Backhaul, that would connect the Consolidated Space Operations Center to the Satellite Control Facility at Sunnyvale. It could
then use the existing communication links
from Sunnyvale to the remote tracking
stations. Aerospace conducted architecture
studies, developed system specifications,
and supported the design, integration,
and testing of this system. As a result, Air
Force operators were able to begin satellite
operations through the Backhaul link in
1988. Moreover, the experience gained in
implementing Backhaul proved useful when
the new communication system connecting

Courtesy US Air Force

Courtesy US Air Force

The operations center, known as the Blue Cube, at Onizuka Air Force Station,
in Sunnyvale as it appeared in 1993. The Blue Cube was constructed during
1967–1968. The Sunnyvale complex was known as the Air Force Satellite Test
Center.
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in the Indian Ocean. The new equipment
improved reliability, increased the operational capacity of the tracking stations, and
automated many critical functions. These
enhancements enabled the Air Force to
reduce the number of operators at each
station from five to two per shift, thereby
trimming the cost of operations and maintenance.

Recent Changes

In 1997, Air Force Space Command
established a new policy, directing that
each future space mission should develop
its own satellite operations center. AFSCN
would continue to provide a shared worldwide communication and tracking station
network to support the communications
needed for satellite control, but the AFSCN
program would cease active sustainment
of the common command and control sub
system when all programs had transitioned
to their unique systems. In support of this
move, Aerospace assessed plans for future
command and control segment requirements to ensure a smooth transition to selfsufficiency for each of the satellite programs
involved.
Still, work on the core network continued, and Aerospace prepared an AFSCN
evolution plan that was approved by the
Air Force to chart the future direction.
This study supported guidance from the
National Security Space Architect and an
interagency team to move U.S. Government
satellite control networks toward common
technical standards and a more interoperable set of networks.

In March 2004, Aerospace engineers
joined an Air Force-contractor team to
resolve tracking problems associated with a
new antenna deployed at the Telemetry and
Command Station in England. The contractor had spent two years trying to isolate
and resolve unstable performance of the
antenna as it tracked satellites. Aerospace
experts in antenna receiver, control systems,
and digital software design obtained measurements and performed analysis to determine the causes of the tracking problems.
They evaluated the new reflector system’s
autotrack performance and were able to isolate the problematic subsystem and to develop test scenarios for providing additional
diagnostic data. Performance assessments
were provided immediately after each mission, allowing the team to efficiently search
for the cause of the problem. An improper
configuration value for the antenna controller software was identified as the final cause
of the instability; once this error was corrected, the antenna control system was able
to automatically track all satellites with 100
percent success during extensive operational
tests.
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Future Directions

Today, Aerospace is involved in the continued evolution of AFSCN from its
initial point-to-point architecture using
proprietary data-transfer protocols to an
interoperable network architecture using
standard protocols. New data formats and
protocols are under consideration for commanding, telemetry, scheduling, tracking,
and remote ground station configuration.
Aerospace defined a five-year demonstration program, now nearing completion, to
show how DOD satellite contact requirements could be satisfied using standards
and protocols from the Internet and the
Consultative Committee for Space Data
Systems, with its related Space Link Extension. These demonstrations have included
the use of NASA, NOAA, and commercial
ground sites to contact DOD research and
test satellites. Further work is needed to enhance information assurance methods and
obtain agreements that would allow potential operational use by more missions.
Aerospace is also involved in the development and assessment of future remote
tracking station enhancements in several
areas. Greater automation will allow unattended operation and faster switching
between contacts. The use of digital signal
processing will accommodate a wider range
of more bandwidth-efficient ground-tospace link modulation waveforms. Replacement of traditional dish antennas with

Mission
satellite

Network
management

Other govt
RTS
Commercial
RTS

AF SOCs
Other govt
SOCs
Commercial
SOCs

WAN
service

Standard user interface

Aerospace is involved in the continued evolution of AFSCN from its initial point-to-point architecture using proprietary data-transfer protocols
to an interoperable network architecture using

phased-array antennas will allow multiple
simultaneous contacts and lower maintenance cost and downtime through the
elimination of moving parts.

Conclusion

During the past 50 years, the AFSCN
evolved to meet satellite command and
control needs of National Security Space
systems. Its evolution is on track toward
a more standards-based system that can
operate with other DoD and civil satellite
control systems, and become a critical element of the US Government interoperable
satellite control network.
Further Reading

AFSCN
RTS
Dedicated
RTS

Future

standard protocols. Aerospace defined a five-year
demonstration program to show how DOD satellite contact requirements could be satisfied using
open standards and protocols.
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The Use of

Commercial Software
in

Ground Systems Development
Recent acquisition policy directives assumed that
the use of commercial software would reduce
costs and shorten development time. When
the expected benefits failed to materialize,
Aerospace stepped in to find out why.
Richard J. Adams and
Suellen Eslinger

B

eginning in the early 1990s,
the policies and regulations
that govern the acquisition
of launch and space systems began
to change. The government and
the Department of Defense (DOD)
instituted a series of new policies and
directives that they believed would improve the acquisition process and lead to
less expensive but more capable systems
that could be developed more quickly.
One such policy change addressed the
use of commercial items in new defense
systems. The policy, outlined in a letter from the Office of the Secretary of
Defense dated July 14, 2000, stated, “We
must expand the use of commercial items
in Department of Defense systems so that
we can leverage the massive technology investments of the private sector and reap the
benefits of reduced cycle times, faster insertion of new technologies, lower life cycle
costs, greater reliability and availability, and
support from a robust industrial base.”
This policy was translated into development contracts that strongly encouraged the
use of commercial off-the-shelf (COTS)
products in developing systems for Air
Force Space and Missile Systems Center
(SMC) and National Reconnaissance Office (NRO) programs. But as SMC and
NRO programs began to execute these
16 • Crosslink Spring 2006

c ontracts,
they found that
achieving the
expected benefits
was far more difficult than anticipated.
As more acquisition
programs began to experience COTS-related problems, it became
clear that the implications of this policy
were not fully understood. To address the
situation, SMC asked Aerospace to perform
an in-depth study of actual COTS-based
systems development and sustainment

experiences. The goals were
to develop an understanding
of the risks inherent in the
acquisition of COTS-based
systems, to identify lessons
that could be applied to
other programs, to derive recommendations
for improving acquisition performance, and
to share those lessons
and recommendations
across SMC and NRO
programs.
After an initial analysis,
Aerospace determined
that the problems experienced by SMC and NRO
were primarily associated
with ground systems,
and within the ground
systems, the problems were
almost exclusively related to
COTS software. As a result, the
Aerospace study focused on understanding the problems associated with
incorporating COTS software into ground
systems. The process comprised four steps:
gathering information, synthesizing lessons
learned, developing acquisition recommendations, and disseminating the information
for application on development contracts.
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Gathering Information

Aerospace began by conducting focused
interviews and documentation reviews. A
questionnaire was developed to provide a
framework for the interviews. It was sent in
advance to the interviewees so they could
prepare for the type of information being
requested. The interview itself was then
allowed to proceed as a free exchange of
information, with the questionnaire being
used to return the conversation to the topic,
if necessary. The questionnaire was also consulted toward the end of the interview to
identify areas that had not been addressed.
In addition, interviewees were asked to provide any written documentation prepared
by their program on COTS software experiences or lessons learned.
The questionnaire requested information on both good and bad experiences
with COTS software. For each experience,
respondents described the nature of the
experience, where in the program life cycle
it occurred, the software involved, the functions provided by the software, and the
criticality of those functions to the system.
For good experiences, respondents were
asked to identify any actions taken that contributed to the positive outcome. For bad
experiences, they were asked to identify any
actions taken to resolve the problem or mitigate further risk, and provide information
as to what they would have done differently,
given the benefit of perfect hindsight.

vehicle or space system development and, after contract, technical management
of the work that results in the actual launch and space system capabilities.

Aerospace interviewed more than 50
representatives from 18 SMC and NRO
programs, including government, contractor, and Aerospace personnel. In addition,
Aerospace researchers with expertise in
critical ground system domains (such as
computer security and telemetry processing) were consulted about their experiences
with COTS software.

Synthesizing Lessons Learned

From the interview notes and document reviews, Aerospace identified more than 150
distinct findings, which were then subjected
to a series of analysis and synthesis iterations using the affinity clustering technique
derived from the Total Quality Management and Six Sigma process-improvement
methodologies. Each iteration produced
more general and abstract summaries of the
150 initial findings. Finally, six significant
lessons emerged, and these would form
the basis for acquisition recommendations
applicable to multiple SMC and NRO
programs.

Lesson 1: Critical aspects of COTS-based
systems development and sustainment are
out of the control of the customer, developer, and user. Vendors are market driven,
and the commercial world, rather than the
military, is their primary market. Thus, their
primary market may diverge from military
needs. Moreover, vendors’ strategies and
market position may change. They may go

out of business, or merge with other companies. They may drop or deemphasize products or hardware platforms without warning. They focus on new features to attract
new customers, and may change the type
and quality of customer support. The quality of new product releases is unpredictable,
and when bugs are found, vendors prioritize
fixes for their primary commercial customers. They may change or drop promised features and eliminate backward compatibility
with earlier versions. New features may degrade performance or create incompatibilities with other vendors’ products, and such
problems might not be found because vendors focus product testing on newly added
features and perform limited regression
testing. Vendors’ fees and license structures
may also change without warning.

Lesson 2: Full application of system and

software engineering is required throughout
the COTS-based systems life cycle. The
systems and software engineering disciplines are still required for system development. Using COTS software only shortens
the development portion of the software
life cycle. Because commercial software
has many customers, it is more general in
purpose and, therefore, requires engineering
analysis to determine if the general requirements are adequate to meet military needs.
The COTS-based systems architecture
must be flexible enough to support software
evolution and replacement. The substitution
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Aerospace has incorporated the results of the COTS software study into the latest version of the best practices for software acquisition. Adhering to these best

of one COTS product for another, even
from the same vendor, is never transparent.
As COTS products evolve or are replaced,
their computer resource needs change (for
example, they may require more processing
power and memory); therefore, adequate
growth margin must be designed in. Proto
typing must be engineered in a way that
simulates how the set of COTS products
will be used in the actual system to understand how they behave together. Vendors
design their products to work alone, not
as part of a larger system, and the various
products chosen may interfere with each
other and degrade system performance or
cause other unintended effects. COTSbased systems must also be engineered
to withstand product safety and security
problems. Commercial vendors focus on the
less stringent safety and security standards
of the commercial marketplace. Without
proper engineering, the vulnerabilities of
the COTS products may result in vulnerabilities in the COTS-based system itself.

Lesson 3: COTS-based system develop-

ment and sustainment requires a close, continuous, and active partnership among the
customer, developer, and user. The benefits
of COTS products may need to be traded
against cost, schedule, performance, and
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practices can improve a program’s ability to achieve the benefits envisioned by
acquisition policy makers.

operations and maintenance concepts. Serious product limitations or incompatibilities
may be discovered at any time. The use of
COTS products may require reengineering
of operations and maintenance procedures
as well as a relaxation of some military
requirements.

Lesson 4: Every COTS-based system

requires continuous evolution throughout
development and sustainment. Maintaining currency with COTS software upgrades
is essential during both development and
sustainment. Because vendors only support
a limited number of past releases, delaying
upgrades may result in unsupported products and may exacerbate system impacts
when they are finally incorporated. Some
upgrades rely on previous versions, and this
may require upgrading each previous version to get to the latest version. Upgrades in
one product may cause incompatibilities in
another. This will not be discovered quickly
if COTS products are not upgraded on a
regular basis. COTS products may need to
be replaced or added at any time. The vendor may eliminate support for the product
or replace it altogether. Similarly, the product may be found to diverge too much from
system requirements, or contain an unacceptable limitation or vulnerability.

Lesson 5: Current government and

contractor processes must be adapted for
COTS-based systems acquisition, development, and sustainment. Existing software
and systems engineering processes were
developed prior to the new emphasis on
COTS products. They must therefore be
changed to reflect the new approach. They
must incorporate robust COTS software
evaluation and selection criteria as well as
COTS software safety and security analysis. They must be able to handle product
upgrades during development and allow
designers to circumvent any identified
vulnerability. They must also handle the
more complex configuration management
requirements imposed by COTS products.
Developers need to reallocate their time
and effort, allowing more time for COTS
product evaluation, prototyping, and analysis and more time for system integration.
The acquisition and sustainment processes
also must be changed to permit the prioritization and reprioritization of system
requirements over time. They must allow
for contract milestones that are compatible
with COTS-based systems development
characteristics. They must accommodate
flexible and efficient responses to cost and
schedule changes caused by unexpected
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problems in COTS products and delays in
the release of new versions.

Lesson 6: Actual cost and schedule savings

with COTS-based systems development
and sustainment are overstated. There is a
universal tendency to underestimate the
time and money needed for COTS-based
system development and sustainment. Planners typically overlook the effort needed to
develop an in-depth understanding of each
COTS product and to install and configure
them in the development and operational
facilities. They underestimate the effort
needed to perform integrated COTS product prototyping and to prepare integrated
system training and documentation in addition to the COTS product training and
documentation. They also fail to consider
the work needed to incorporate COTS
product upgrades—including installation,
changes to noncommercial portions of the
system to support the upgrade, regression
testing, and operator training. Systems and
software engineering, system integration
and testing, and the costs of license fees and
on-site support are also prone to faulty assumptions. Incompatibilities, performance
problems, unexpected vulnerabilities, and
vendor problems can occur at any time, so
cost and schedule estimates must include
sufficient margin to handle any eventuality.

Acquisition Recommendations

Based on these six core lessons, Aerospace
generated a set of recommendations that
would mitigate the identified risks in

COTS-based system development and
sustainment.
To begin with, program managers should
explicitly consider COTS software when
defining the acquisition strategy. In doing
so, they must determine how strongly the
use of COTS software will be emphasized,
how the software will be maintained, and
how cost and schedule uncertainties will be
managed.
Program managers must adapt the acquisition processes to accommodate the
effects of using COTS software. This entails
establishing processes that promote a close,
continuous, and active partnership with the
developer, with explicit reference to requirements prioritization and reprioritization.
The request for proposal should include
language that supports the COTS software strategy. For example, the statement
of objectives should include the goals and
rationale for using COTS software. Similarly, the evaluation factors and proposal
preparation instructions should include the
criteria to evaluate how well the contractor’s
approach to COTS software meets government needs. The request for proposal should
include a requirement that bidding contractors be independently evaluated for their
ability to handle COTS software issues.
Lastly, program managers must incorporate checklists based on this study in the
proposal evaluation process to determine
if the bidders have considered all costs
associated with using COTS software.
The development contract should contain

Affinity Clustering
Affinity clustering or affinity diagramming is
one of the techniques in the Total Quality
Management and Six Sigma toolkits; it has
become one of the most widely used of the
Japanese management and planning tools.
Affinity diagramming is a technique that allows a team to organize a large amount of
data according to the natural relationships
between items. As these groups of natural relationships emerge from data, they are given
names that are descriptive of the essence of
all of the ideas in the group. This grouping
and naming process continues iteratively, creating higher and higher levels of abstraction
until the ideas represented by the groups are
adequate for their intended purpose.

language that promotes the mitigation of
risks associated with using COTS software.
For example, the contractor should be asked
to incorporate a software upgrade strategy
during development and to perform analyses to develop a system that balances COTS
software risks against new development.
The contractor should also be required to
implement an integrated product and process development approach and to apply
systems and software engineering to the
full development life cycle—even with the
use of numerous COTS software products.
The contractor should also be directed to
place additional emphasis on system safety
and security when COTS software is used
and to supply operations and maintenance
documentation at the system level, not just
the COTS software level. During contract
execution, program managers should actively participate in the developer’s evaluation of COTS software, prototyping efforts,
and analysis of unexpected problems caused
by vendor actions, software deficiencies, and
product incompatibilities.

Spreading the Word

The Aerospace study on COTS software in
ground systems resulted in concrete recommendations based on accurate and objective
analysis. However, Aerospace recognizes
that for the recommendations to be implemented, additional criteria must be met.
To begin with, programs that might
be affected by COTS software problems must know about the study and its
Crosslink Spring 2006 • 19

Courtesy US Air Force

The control room at the RDT&E Support Complex (RSC) at Kirtland Air Force Base, Albuquerque, New Mexico. This installation makes efficient use of COTS software.

r ecommendations. They must understand
that the recommendations were derived
from valid data using methods that are
generally accepted in the community. They
must believe that the problems present a
serious risk to their program’s success, and
that the recommendations will indeed
reduce that risk. Furthermore, program
managers must have confidence that, if
they want to adopt the recommendations,
they will have both the guidance and the
resources they need.
Failure to understand and address the
implications of the new commercial item
acquisition policy resulted in serious difficulties during actual program execution. For
this reason, Aerospace took special care that
the study, its methods, and its recommendations met the above criteria. In particular,
Aerospace ensured that the results of this
study were provided to as wide an audience as possible within SMC and NRO.
Aerospace also presented this information
at conferences and in publications that went
far beyond these communities.
Aerospace is now working with government system program offices and
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c ontractors for ongoing programs to
identify methods of implementing these
risk-reduction recommendations based on
where each program is in its development.
In addition, Aerospace is working with new
program acquisitions to ensure that these
recommendations will be appropriately included in the request for proposal and final
development contract. Aerospace has also
received requests from other organizations
for additional information on how these
recommendations could be applied to their
acquisitions.

Conclusion

The acquisition process is highly complex
and volatile. Aerospace plays a critical role
in keeping current with acquisition policy
changes as they occur, participating in the
development of acquisition policy and direction whenever possible, developing guidance
on the interpretation of acquisition policy,
and recommending ways to apply the policy
to individual programs. In addition, Aerospace maintains a collection of “acquisition
best practices” spanning the entire acquisition life cycle for software-intensive launch

and space systems. These best practices
emerge from both good and bad experiences
on SMC and NRO acquisitions.
The results of the COTS software study
have been absorbed into the latest version
of the best practices, which are being taught
through The Aerospace Institute, briefed to
individual programs, and presented at conferences to help the government understand
the implications of changing DOD acquisition policy. Adhering to these best practices
can improve a program’s ability to achieve
the benefits envisioned by acquisition policy
makers.
Further Reading
R. J. Adams and S. Eslinger, “COTS-Based Systems: Lessons Learned from Experiences with
COTS Software Use on Space Systems,” Aerospace Report No. TR-2001(8550)-1.
R. Merton, M. Fiske, and P. Kendall, The Focused
Interview: A Manual of Problems and Procedures
(Free Press, 1990).
“Software Acquisition Best Practices: Experiences from the Space Systems Domain,” Aerospace Report No. TR-2004(8550)-1.

Net-Centric Operations for

National
Security Space
Aerospace is helping the
Department of Defense design a
global system that will enable the
computing and data resources of
virtually all connected platforms
and components, from satellites to
laptop computers, to interoperate
as a seamless whole.
Craig A. Lee

T

he term “net-centric” suggests system operations that are simply designed around the use of computer
networks; however, the phrase means much
more than that. It entails a new approach
to system design based on a system’s role
in a heterogeneous “network of networks,”
rather than as an independent computational system. This approach has some
practical engineering implications in terms
of defining a common framework for how
component systems are designed, deployed,
and made to interact.
This is the basic concept behind the
Global Information Grid that the Department of Defense (DOD) has been developing. The Grid will be the information infrastructure that integrates all DOD activities,
including intelligence, war fighting, and
routine business processes. Sensors on the
ground, in the air, and on orbit will be connected with collaborative decision-making
systems that form plans of action that are

then assigned to resources that work together to deliver a response. Field data and
intelligence will be processed together with
existing archival data to develop long-term
strategies and policies. Supplies, logistics,
and reporting will also be orchestrated to
ensure efficient operation.
Aerospace has been helping the DOD
identify and surmount the technical challenges of implementing such a comprehensive system of systems. In particular,
Aerospace has been contributing expertise
in large-scale architecture planning while
participating in the development of relevant
information technology standards and
guidelines.

Service-Oriented Architectures

The Global Information Grid will rely on
a comprehensive service-oriented architecture—a conceptual system model that emphasizes the deployment of reusable services
and machine resources. Service-oriented

architectures require that components observe specific standards for how one system
requests a computational service and how
another system provides it. They can be implemented in many different ways, but Web
and Grid service standards are emerging as
the favored paradigm.
In February 2003, the Defense Department issued an initial draft of the NetworkCentric Operations Warfare Reference
Model, which defines the Grid in terms of
nine core enterprise services—messaging,
discovery, mediation, collaboration, storage, information assurance, user assistance,
enterprise service management, and application. (The Reference Model was revised
in September 2005 to incorporate the latest
developments in Web and Grid service
standards.)
Messaging provides the basic capability
for users and systems to exchange information. Discovery enables search queries to be
formed and posed to catalogs, directories,
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The Network-Centric Operations and Warfare Reference Model defines nine core enterprise services that will connect communities of interest (COIs) across DOD war fighting and business functions and include national intelligence agencies.

and registries, which return the matching
data and service descriptions. Mediation
enables data or other services to be translated, aggregated, integrated, correlated,
fused, brokered, published, or transformed
in some fashion. Collaboration includes
synchronous activity, such as audio/video
conferencing, and asynchronous activity,
such as e-mail. Storage entails the naming and arranging of billions of files from
anywhere in the Grid. This will require
extensive metadata catalogs and storage
“virtualization,” where data are referenced
by name or attribute without knowledge of
where they physically reside. Information
assurance covers the security, robustness,
and quality of service, and must address issues such as authentication, authorization,
data privacy, data integrity, and nonrepudiation of transactions. User assistance will
be available in the form of decision tools,
capabilities that learn user preferences, and
context-sensitive help. Enterprise service
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management covers a broad spectrum of
developing, deploying, monitoring, and
repairing specific services. The applications
are the various national defense programs
that will use these Grid capabilities.
While this reference model brings more
technical structure to the issue of “what is
the Global Information Grid,” the process
of mapping this high-level architecture to
concrete implementations remains to be
done. However, a number of selected pilot
programs have been started. For example,
the DOD is running the Business Management Modernization program to assist development of the business enterprise architecture. The Defense Information Systems
Agency (DISA) is executing the NetworkCentric Enterprise Services program to
provide a service-oriented architecture that
includes collaboration, content discovery
and delivery, and a developers’ network. The
agency has also been running the Global
Information Grid Bandwidth Expansion

project, an upgrade to the Defense Information System Network intended to
provide secure, robust network connectivity
across almost 100 sites by the end of 2005.
Aerospace has been instrumental in specifying the Bandwidth Expansion project
architecture, in conjunction with the Transformational Communications Satellite
(TSAT) program, which will be the other
major backbone provider for the Global
Information Grid.
The Grid may be revolutionary in concept, but deployment will require an evolutionary approach. Existing systems will have
to be integrated with this new dynamic network, but most were conceived as individual
entities, without any distributed computing
standards in mind. Hence, extensibility and
interoperability remain problematic. These
existing systems will need Grid-compliant
interfaces built for them. As for new systems, they will need to employ compatible
design elements to achieve the necessary

capability and interoperability. Hence,
program managers, system designers, and
engineers need to understand Grid concepts when developing new satellite ground
systems.

Standards and Best Practices

The concepts underlying the Global Information Grid are not unique to defense
operations. In fact, many core concepts
derive from a movement in the commercial
sector to promote e-commerce and efforts
in the research community to link distributed computing resources into a larger,
more powerful arrays. Based on experiences
of these communities, various standards
organizations are codifying the emergent
best practices. Aerospace is playing a critical
role in ensuring that national security space
goals are represented in these emerging
standards. For example, Aerospace serves as
the Area Director for Industrial Applications in the Global Grid Forum, responsible
for developing new industrial application
domains for grid technology and connecting them with the standards process.
An important development in the
Global Grid Forum is the Open Grid
Services Architecture. This architecture
extends the notion of Web services to define service “factories” that can create new
services on desired computing resources
and manage how long they will be available
at each location (that is, they can control
service lifetime). This is an essential system
management function. To support this new
architecture, the Global Grid Forum has
also defined the Web Services Resource
Framework, which also allows a client to
manage the location of data resources by
remote Web services. This has tremendous
implications for workflow management and
fault tolerance because the system can manage the flow of data among service locations
and also manage the location of data replicas and restart services when necessary to
recover from failures.
Because Web and Grid service standards are so closely related, the Global
Grid Forum is pursuing coordination
among many standards bodies, including the World Wide Web Consortium
(W3C) and the Organization for the
Advancement of Structured Information
Standards (OASIS). As a case in point, the
Web Services Resource Framework was
initially defined by the Open Grid Services
Architecture Working Group within the
Global Grid Forum but sent through the
standardization process via OASIS to gain
acceptance from the larger Web services
community.
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An important goal for Aerospace is to ensure that national security space requirements are met when the Global Information Grid core enterprise services are
matched with the identified target technologies being developed commercially.

Aerospace is also a member of the
 etwork-Centric Operations Industry
N
Consortium, a nonprofit organization (led
by the defense industry) founded to promote net-centric operations while clarifying
appropriate business models and practices.
Hence, in addition to developing tools for
framework development and business analysis, the consortium has been investigating
how to track accountability, licensing, and
service models that allow business competitors to operate in a shared, governmenthosted environment. As a member of this
consortium, Aerospace is investigating the
mapping of common enterprise services
onto the emerging Web/Grid service architectures. Most notably, Aerospace is a charter member of the newly formed NetworkCentric Operations Industry Consortium
Ground Station Working Group, which
will be defining a net-centric ground station
reference model. As part of this work, Aerospace will be promoting common developments between the consortium and relevant
standards bodies, such as the Global Grid
Forum, W3C, and OASIS.

Space Program Applications

On-orbit assets, and the data they produce,
will be an integral part of the Global Information Grid. Individual space programs
must determine how they will use resources
such as processors, storage, communications, and data. They must identify which
services they will expect to use and which

services they expect to provide. Resourcesharing policies must be defined with effective enforcement methods. Currently,
GPS-III, TSAT, and the Air Force Satellite
Control Network all have future Grid requirements that Aerospace has participated
in defining.
As this work proceeds, Aerospace must
identify capability and technology gaps as
early as possible by systematically comparing mission requirements with the emerging Web and Grid service standards. Aerospace must then identify remedies and fold
them into the net-centric operations process. The acquisition process will also have
to change to reflect the system of systems
that constitutes the shared environment of
the Global Information Grid.
Further Reading
Global Information Grid, Net-Centric Operations and Warfare Reference Model, V1.1 (Final) September, 2005.

Grid Computing: Making the Global Infrastructure
a Reality, Berman, Fox and Hey, editors (Wiley,
Chichester, UK, 2003).
The Global Grid Forum, http://www.ggf.org
(accessed Dec. 14, 2005).

The Network-Centric Operations Industry
Consortium, http://www.ncoic.org (last visited
Dec. 14, 2005).
Proceedings of the IEEE, Special Double Issue on
Grid Computing, M. Parashar and C. Lee, editors, March, 2005.
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Enterprise
Architecture
Modeling
of Ground Systems

Aerospace helped NASA gain a better understanding of the complex
relationships among various research and operational satellite missions.
This new conceptual framework will help planners delineate the practical
outcomes of enterprise-level program decisions.
James N. Martin

N

ASA’s Earth-Sun System Science
division, part of the agency’s Science Mission Directorate, explores
the complex and dynamic relationship
between the sun and Earth. The goal is to
observe, understand, and model the Earth
system to discover how and why it is changing. This is done through characterizing, understanding, and predicting change in major
Earth processes and by linking models of
these processes in an increasingly sophisticated manner.
Within this division, the Applied Sciences Program has the primary goal of
providing Earth science information and
technology to support the operational missions of partner agencies. For example, the
National Weather Service is responsible
for providing up-to-date, accurate weather
forecasts throughout the United States.
NASA performs much of the basic research
that allows the National Weather Service to
achieve that mission.
The Earth-Sun System Science division
has six main areas of focus, each competing for a limited amount of funding. Some
of these focus areas include things like
weather, climate variability and change, and
the water and energy cycle. It is not always
easy to determine the best investment
24 • Crosslink Spring 2006

s trategy that will guide proper research activities and produce the most benefit for society. Aerospace is helping NASA develop
an enterprise architecture to guide investment and help scientists and engineers plan
for system development. The architecture is

being used to understand the interactions
of the many elements that make up NASA’s
Earth Science enterprise.
Why would an organization like NASA
need an enterprise architecture? An architecture helps an organization assess the
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The Integrated System Solutions Architecture shows how the basic elements of the Applied Sciences Program
are connected. The decision-support tools help NASA’s partners make policy and management decisions.

current state of its affairs and explore possible future states to determine how best
to change the way it does business. For
example, if NASA were considering migrating some sensor functions to a different
satellite, or discontinuing them altogether,
how might that affect the data products and
the partner agencies that depend on them?
If a partner wanted lower data latency, could
NASA supply it using existing resources?
Are some agencies not taking advantage of
information that would be useful to them?
Are different divisions unwittingly duplicating each other’s work? These are the types
of questions that can be answered with an
enterprise architecture.

Priorities and Benefits

NASA has identified 12 application areas
of national priority, each of which has a
suite of support tools for use by decisionmakers at partner agencies. These tools are
provided with environmental predictions
from NASA models, which in turn receive
raw and processed data from many sensors on space-based and ground-based
platforms around the world. The flow from
observation to model to prediction to decision to societal benefit is known as the
Integrated System Solutions Architecture.
For example, an Earth-observing satellite
might provide data on land and sea surface temperature, which would be used in
models to predict hurricane strength and
direction. Using the decision-support tools
tied to these models, the National Weather
Service would decide when to issue a hurricane warning, and local governments would
decide when to issue evacuation orders.
Similarly, the Federal Emergency Management Agency would decide how best to
prepare for and mitigate the impacts of such
a hurricane. The societal benefit of these decisions can be clearly seen in terms of property loss averted and human lives saved.
The United States Interagency Working
Group on Earth Observations has identified nine major areas of societal benefit,
ranging from better weather forecasting to
closer management of energy resources. The
mapping between societal benefit and types
of Earth observation is relatively complex.
The purpose of the enterprise architecture is
to capture the details of these relationships
in such a way as to facilitate analysis and
assessment.

Enterprise
Architecture Development

NASA is following the same six-step process that Aerospace used to help develop
the enterprise architecture for the National
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Business questions identified during problem framing lead to a conceptual schema
like the one shown here. The blocks in this diagram represent entities inside the
model, while the lines represent relationships between the entities.

Oceanic and Atmospheric Administration (NOAA). The six steps are: problem
framing, metamodel development, data
collection, model development, architecture
deployment, and architecture assessment.
The first step—problem framing—is the
most important because it sets the stage
for all subsequent efforts. Starting with the
wrong problem definition is often the cause
of inadequate results when the “solution” is
implemented. Problem-framing techniques
have been quite beneficial in avoiding rework and getting more useful results. The
problem-framing step can take up to 30
percent of the total architecture project
effort.
Problem framing starts with a business
analysis that involves three core requirements: identify the purpose of the architecture, identify the business questions to be
addressed by the architecture, and establish
the business priorities. It is usually difficult
to define the purpose of an architecture because few people have had experience with
a “good” architecture. Often, people develop
an architecture because of a government
mandate or an organizational directive.
Aerospace assists by proposing many possible purposes and helping clients choose the
one that is most appropriate for their particular situation. Having helped various organizations in the past, Aerospace can show
example architectures from other projects
and explain how they helped in each case.

This helps clients understand better what is
meant by the “purpose” of an architecture.
The best way to get at a clearly defined
purpose is by formulating the business
questions. In the case of the NOAA architecture, for example, program managers
initially said they wanted an “inventory” of
their observing systems. When Aerospace
started asking what they would do with this
inventory, it became clear that an inventory
would not be adequate. Instead, Aerospace
helped them zero in on the real problems
they were trying to resolve and demonstrated various ways to address them.
They wanted to know, for example, what
environmental parameters were being measured by each observing system, where and
when these measurements were taken, and
whether these measurements met the requirements for environmental observation.
Given these needs, an observing system architecture was clearly called for. But Aerospace subsequently discovered that NOAA
also wanted to know what strategic goals
were supported by each observing system,
which users were being served by each, and
what key science questions were being addressed. This led Aerospace to conclude that
they really needed an enterprise architecture
that included the observing system architecture as one layer in the overall structure.
Additional layers would be needed to deal
with strategy, business practices, applications, and infrastructure.
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Aerospace developed
this enterprise architecture for NOAA.
The layered structure
serves to partition the
architecture into separate domains or special areas of concern
that can be managed
by separate groups or
individuals.

Some of the relevant business questions
for NASA’s Earth-Sun System architecture
include: How does NASA’s Earth-sun research help partner agencies meet their operational needs? How is the replacement of
aging systems or the establishment of new
sensors prioritized? How does each component of the Integrated System Solution
Architecture contribute value to society?
What are the potential outcomes? How can
NASA’s research assets contribute to meeting the needs of the Global Earth Observation System of Systems (GEOSS)?
Business questions identified during
the problem-framing step lead to the conceptual schema. The results of conceptual
analysis based on this schema are then
converted into a formal metamodel using
the Metis architecture modeling tool. The
metamodel takes a few weeks to develop,
primarily because it is not common to find
an existing metamodel that fits the architectural situation. Sometimes, it is possible
to find a metamodel template that is close
to what is needed, requiring only minor
modifications, but often it is easier to start
from scratch.
Both the NOAA and NASA metamodels were customized to a large degree.
Aerospace was able to use a few standard
building blocks in the architecture, such as
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organizations, personnel, goals, objectives,
and information needs. But other elements
were needed pertaining to the observatory,
instrument, measurement, application area,
science question, data handling system,
decision support tool, and stakeholder. One
of the biggest challenges was not in identifying the necessary elements but rather in
deciding what to call each element.
For NOAA, Aerospace spent considerable time discussing the difference between
an environmental phenomenon and an
environmental parameter. For NASA, the
major challenge was how best to categorize
the parameter types. There is no industry
standard for environmental parameter categories, nor even a standard for the names of
these parameters. Aerospace helped NOAA
and NASA create a standard taxonomy of
names for the environmental parameters.
For the next step, data collection, NOAA
identified 3000 architectural elements
involved in environmental observations
and used them to populate the Metis tool.
Aerospace developed a Web-based survey
with 160 questions to facilitate the data
gathering process. While collating the
data, Aerospace performed quality checks
to ensure the information was adequate
for the task and, where necessary, helped
the domain experts fill out the survey. The

resulting model includes 100 current and
future NOAA observing systems with 250
sensing elements. The sensors take 350 different types of measurements of 200 different parameters.
The final two steps of the process involve
deployment of the architecture tool to intended users and using the architecture to
assess the business situation. The architecture tool is sometimes deployed to a central
server for access across the Internet, and in
other cases it is placed on a CD for installation on a user’s laptop computer. Making
the tool readily accessible to users greatly
increases its value for making good business
decisions. After assessments are performed,
users often think of additional business
questions that ought to be addressed. To
handle this, the architectural engineers
go back to step one and do more problem
framing. This might then require a change
in the metamodel, more data collection, and
further model development.

Architecture in Action

An example of the enterprise elements
involved in hurricane prediction will help
illustrate how the model is used. Of the
60 spacecraft identified, two look at different factors of tropical cyclones (i.e.,
hurricanes) to help generate forecasts. The

Integrated system solution for disaster management

Earth system models
• Weather: FVGCM,
FTA 12, WRF
• Hurricane: HURSIM,
H*Wind, HUREVAC
• Earthquake/landslide:
MMI, QuakeSIm, GPS
• Flood: SLOSH, FLDWAVE,
SBEACH, WAVEWATCH III,
STWAVE, HURSURGE
• Damage cost models:
ATC-13
• Wildfire: FARSITE, BEHAVE
• Terrain: BARC

Data
Earth observatories
• Land: Landsat, SRTM,
ASTER, Terra/AQUA,
AVHRR, Aura
• Wind/weather: QuikSCAT,
GOES, Aura, NPP,
NPOESS, GOES-R
• Ocean surface:
Topex-Poseidon
• Global/regional
Precipitation: TRMM,
AVHRR, GOES, CMSP, GPM

Observations
• Hazard maps
• Earthquake
vulnerability
and prediction
• Flooding and
coastal inundation
• Hurricane/typhoon
track and intensity
• Precipitation
amount
• Wind
velocity/direction
• Surface
deformation

Predictions
• Atmospheric
temperature water
vapor, winds
• Severe weather
(lightning)
• Volcanic ash
• Aerosols, smoke
• Cloud properties
• Global precipitation
• Land/terrain/
use/veg
• Aquifers
• Wetlands

The figure shows how the elements of a hurricane prediction “mission thread”
interact. This thread only deals with determination of intensity and tracks of

first, TRMM (Tropical Rainfall Measuring
Mission), focuses on the intensity of tropical rainfall, which is indicative of whether
a cyclone is weakening or strengthening.
It also is valuable in improving hurricane
track forecasting through the integration
of its rainfall measurements into hurricane
forecast computer models. The second,
QuikSCAT, contains a scatterometer that
measures both the speed and direction of
winds near the ocean surface.
It is often the case that spacecraft are examined to determine whether they should
remain in orbit for an extended mission
life. Suppose an analyst were examining
the TRMM and QuikSCAT satellites and
needed to determine which elements were
related to these missions. Within seconds,
the model would present the information in
a manner that allows the user to investigate
the data products generated by each satellite
and how these affect Earth-system models
downstream. As it turns out, there are nine
decision-support tools involved with these
two missions. The analyst can determine the
potential outcomes from making decisions
with these tools and identify the expected
societal benefits. The model also addresses

Decision-support tools
NOAA/AWIPS (Automated
Weather Information
Processing System)
• Weather prediction and
observations
• Weather watches and
warnings
• Data dissemination
assimilation, models
• Public access to
information

DHS/FEMA HAZUS-MH
–Hazards U. S.
• Disaster mitigation/
preparedness
• Built environment risk
and loss
• Socio-economic impacts

USDA/Forest Service:
RSAC–Remote Sensing
Applications Center

Value and benefits
• Identify/prioritize
high-risk
communities
• Reduce in lives and
property lost
• Reduce in damage
cost and time to
recovery
• Anticipate the scope
of disaster-related
damage
• Improve disaster
response
• Community planning
• Land resource
preservation

• Wildfire location/intensity
• Post fire recovery
• Strategic/tactical
operations

 urricanes and typhoons. Many other observatories, models, and decisionh
support tools are involved in disaster management.

particular science questions, and this information can be extracted and exported.
This visualization greatly enhances the
suitability of this information in addressing
enterprise management issues and provides
a rationale to support solid business decisions such as funding for a new spacecraft,
modification to ground processing algorithms, or different data archiving schemes.
The visualization shows the operational
requirements from other government agencies that can potentially use the results of
NASA research. There is a research-tooperations initiative that will use this tool to
determine how best to transition research
results to operations.

of gathering requirements and allocating
these to system components. The “system” of
interest in this case is the entire enterprise,
and often this enterprise can truly be global
in scale.
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Technology
Prototyping
in Support
of Future
Ground System
Requirements
As the pace of development continues to
increase, program managers have less time to
evaluate new technology. A new Aerospace
initiative provides rapid assessment to support
timely decisions for ground systems acquisitions.
Ronald L. Owens and D. Lamont Williams

A

erospace has developed an innovative quick-response capability for technology assessments
supporting near-term and future ground
system requirements. The Ground Systems
Laboratory was established in early 2003
to support the National Reconnaissance
Office (NRO) and other intelligence community programs needing high-value initial
results, rather than exhaustive analysis, to
support top-level acquisition decisions. Focusing on the requirements, architectures,
and communication processes of current
and future ground systems, Aerospace has
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applied expertise in systems engineering,
network development, grid computing, information security, acquisition strategy, and
enterprise technology to a broad range of
classified and unclassified programs. Typical projects lasting three to four months
result in quick prototypes, technology briefings, and other systems engineering and
analysis documents. Quick prototypes in
particular are often instrumental in answering specific technical questions that surface
during planning and acquisition. Recent
projects have involved the application of a
service-oriented architecture, independent

a ssessment of a custom-to-commercial software interface, and validation of a hardware
interface control document.

Architecture Prototyping

The NRO organizations responsible for
defining and acquiring the next generation
of ground architectures face a number of
similar challenges. For example, all are planning conceptual architectures and concepts
of operations for the 2008–2020 time
frame while facing evolving requirements
and hard operational deadlines. Existing
legacy systems and infrastructure must be

transitioned to future architectures while
minimizing any adverse affect on operations. In many cases, the sheer size of the
existing systems and infrastructures significantly increases the difficulty of developing
viable transition strategies. Moreover, pressure to support new intelligence initiatives
for horizontal integration and data sharing
highlight the necessity of flexibility, commonality, and cross-organization interoperability. Still, many legacy systems were
developed for independent and stand-alone
operations, with minimal regard for future
interoperability.
Information technology vendors have
been emphasizing service-oriented architectures for computing systems development
into the next decade. A service-oriented architecture is a conceptual model for designing and building enterprise ground systems.
It places heavy emphasis on the deployment
of reusable components within the ground
architecture. Potential benefits include
a reduction of life-cycle costs, increased
interoperability, expanded scalability, and
the flexibility of using commercial off-theshelf (COTS) products. At the same time,
conflicting technology reports and vendor
claims create problems for the acquisition
organization.
For example, aggressive marketing campaigns portray a service-oriented architecture as the answer for all enterprises while
downplaying the potentially significant migration challenges. The multitude of product releases, and a growing number of products at differing levels of maturity, make
it hard to compare products and contrast
capabilities. Also, potential users see a number of success stories within the commercial
sector, while at the same time encountering
studies warning about the problems associated with interoperability, performance, and
inflated user expectations.
Faced with this conflicting information,
NRO asked Aerospace to help determine
whether a service-oriented architecture
would indeed suit their needs. Aerospace
worked with program managers and system
engineers to define three test-bed objectives: to create a reusable and extensible
prototype of a service-oriented ground
system architecture that would include the
current conceptual architecture; to explore
the integration of multiple ground services
into an enterprise service bus; and to test
and evaluate new COTS enterprise service
technology. The hardware and software
configuration for this test bed would include seven HP servers running the Linux
operating system. The developmental and
application software would include popular
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The Ground Systems Laboratory uses an established process to achieve rapid assessments of new and
emerging ground system technologies.
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Aerospace created a prototype service-oriented
architecture for the NRO. It has three tiers, with
an enterprise service bus providing communications. The data tier uses a popular database to

programs such as Java, BEA Weblogic, Sun
Appserver, Tomcat Appserver, and MySQL
for the database.
Aerospace prototyped the application of
service-oriented architectures to satellite
ground systems, establishing a testing infrastructure that would support subsequent
prototyping excursions as directed by the
system engineering team’s evolving conceptual architecture activities. The prototype is
based on a three-tier architecture, comprising the data tier, the application tier, and the
presentation tier, with an enterprise service
bus as the communications facilitator. The
data tier uses MySQL to provide data

provide data sources. The application tier feeds
the data through four services to provide the core
prototype functionality. The presentation tier has
“portal” interfaces that drive user interaction.

sources that interact with the application
tier. In the application tier, four services
were developed in Java to provide the core
prototype functionality: The satellite scheduling service schedules tasks against satellites; the satellite health service monitors
satellite resource availability; the ground
resources service provides monitoring and
scheduling of ground resources; and the
messaging service provides message routing
within the prototype. The prototype is operated via the presentation tier, where a portal
drives user interaction. The portal, developed with the BEA Portal Developer, pre
sents three roles that drive a demonstration
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scenario. These roles—mission director,
mission planner, and processing analyst—
work together to illustrate how loosely
coupled services (the application tier) can
interact with the service bus and data tier to
provide a flexible service-oriented approach
to ground systems application development.
The framework developed in the first phase
of this prototyping is being expanded to
include live operational data and further
illustrate the flexibility that can be achieved
through the use of loosely coupled services.
Lessons learned have been shared with the
system engineering team concerning the
current conceptual architecture as well as
recommendations for future modifications.
A number of organizations were given
demonstrations of the test-bed configuration, which highlighted the capability of
a service-oriented architecture to provide
service reuse, architectural flexibility, and
integration of legacy systems. Based on the
success of this first phase, the project has
advanced to a second phase, which involves
reproducing the test bed at an operational
ground station. Phase two is the natural
evolution from testing in a controlled lab
environment at Aerospace to testing in a
realistic operational environment.

GOTS/COTS
Interface Assessment

Signal processing is a critical component
of the overall NRO mission, and the ability
to respond quickly to intelligence requirements has grown more important in the
last decade. Classified processing has grown
up in a small, specialized community, with
a number of mission-specific systems being developed as government off-the-shelf
(GOTS) toolkits. Still in use today, these
toolkits often rely on legacy languages and
programming environments.
The problem-specific knowledge embodied in these legacy tools is generally irreplaceable. So, as processing systems evolve
to satisfy new requirements, encompass new
technologies, and pursue significant improvements in performance, they will need
to incorporate or interface with these existing mission-specific GOTS tools. With
that in mind, NRO asked Aerospace to help
evaluate approaches for integrating new
COTS tools with legacy GOTS products
for signal-intelligence processing.
Aerospace worked to understand the
short-term and long-term strategies. In this
case, the government had already assigned a
contractor the responsibility for maintaining and enhancing a critical legacy GOTS
toolkit (X-Midas). Written in Fortran,
this toolkit provides signal acquisition,
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The service-oriented architecture prototype
is controlled through the application portal.
Four services were developed in Java to simu-

downsampling, signal transformation, bit
manipulation, and plotting capabilities.
Aerospace began working with the product
to gain a better understanding of its functionality and underlying architecture. When
the contractor released a prototype interface
between X-Midas and a popular COTS
signal-processing toolkit (Matlab), Aerospace was already well positioned to provide
an independent assessment.
Aerospace defined and established a new
test bed for validating the COTS/GOTS
interface. Hardware and software assets
would be configured and extended as required to accomplish three specific objectives: to validate the contractor’s proposed
COTS/GOTS signal-processing interface;
to establish an independent prototype
implementation of the COTS/GOTS
interface; and to provide timely feedback
and recommendations to both the contractor and program office engineering team.
Aerospace duplicated the contractor’s
development environment, which included

late satellite scheduling, satellite health service
monitoring, ground resources monitoring and
scheduling, and message routing.

several open-source products, and developed a quick prototype application to support analysis of the various products and resulting interfaces. A fast Fourier transform
was used to investigate two-way transfer
of data as a way to assess the accuracy of
the interface. The approach was to generate signals and send those signals through
both the legacy X-Midas system and the
contractor-developed interface to Matlab. A
fast Fourier transform was generated from
within both systems, and the results were
compared to assess any differences.
In just a few months, the team was able
to accomplish all three customer objectives.
In addition, the team documented inconsistencies introduced into data transitioning
from X-Midas to the target Matlab environment. Shortfalls included incompatible
data alignment, insufficient error handling,
absence of support for 3-D arrays and cell
arrays, and limitations when performing
multiple levels of nesting. For example, running a fast Fourier transform on X-Midas

and feeding the result through an inverse
transform in Matlab failed because Matlab
required a format that X-Midas did not
produce. The team worked with contractor
and program office personnel to identify
changes in the data translation module that
would preclude these inconsistencies. They
also documented primary strengths, limitations, and risks associated with the contractor’s prototype interface and provided recommendations to both the government and
contractor—including additional work to
strengthen the interface while reducing associated risks. The contractor subsequently
used the results to improve the prototype
interface.

Hardware Interface
Control Document

NRO continues to look for economical
ways to improve and modernize its signalprocessing capabilities. The recent emphasis
on information sharing has highlighted the
need to maximize signal-data availability
across the signal-intelligence community,
independent of location or mission. NRO
recently began implementing a program
to enhance signal-data distribution using
the latest network technologies operating
at gigabit speeds. Information sharing was
extremely limited by the agency’s legacy signal distribution system, which predated Internet Protocol (IP) networks. That system
relied on dedicated “hard-wired” lines, with
no data routing or switching information.
A signal-distribution format based on
Internet protocols seemed plausible as a
replacement to the legacy proprietary format. A contractor was asked to design and
develop a system that would allow transition from the old data format to a new
packet-based format. The resulting system
was based on the familiar TCP/IP structure.
It would rout packets containing source and
destination ports, sequence numbers, checksums, and core data. The system also used a
custom hardware interface that accepts the
old data format and converts it into the new
packets for distribution. This interface was
therefore critical to the effective deployment and distribution of signal packets.
This new system posed challenges. The
old format had been in use for many years,
and many applications and toolkits were
developed specifically to work with it. A
transition strategy was needed to allow the
new format to take hold and emerge as the
new standard. Enabling existing signalprocessing tools to accept the new format
and integrating them with the custom
hardware was identified as a key component
of this strategy. NRO asked Aerospace to

Discover potential
errors present with
initial integration

A contractor integrated GOTS and COTS tools via open-source software to create a more robust toolset. Aerospace identified shortfalls in the integrated toolset, such as the inconsistent FFT result depicted in the graphs.

help by independently validating the custom hardware interface control document
before widespread release to the development community.
Aerospace worked with the program office to understand the problem and define
the objectives. As discussions continued,
Aerospace acquired a more thorough understanding of both the signal-data distribution system architecture and the custom
hardware interface control document. The
first task was to create a software simulation
of the signal-data distribution system—a
project that required some 20,000 lines of
code. Once the coding was complete and
simulation of the operating environment
was possible, the team moved on to validate
the hardware interface control document.
Contractor hardware was shipped to Aerospace and staged in a laboratory environment. The Aerospace code was then used to
validate the hardware interface by individually testing each of the hardware functions.
Validation required the use of Fortran, C,
and a relatively obscure legacy scripting language (which had to be learned). Aerospace
successfully validated the hardware interface
control document and published a testsupport application and documentation that
could be used to facilitate development and
testing of new signal-data distribution system interfacing applications. The results had
a direct impact on developer testing and
helped accelerate transition from the legacy
distribution format to the new format.

Lessons Learned

These examples highlight just a few of
the many analysis and prototyping efforts
recently conducted by Aerospace through
the Ground Systems Laboratory. The scope
of these efforts ranged from a quick twoweek technology study by a single engineer
to a 10-month analysis and prototyping
initiative by a complete engineering team.

 imultaneous research and technology inS
vestigations often allow Aerospace researchers to anticipate future requirements and
identify issues that will affect multiple programs. For example, a series of studies addressing storage scalability and total cost of
ownership completed for one organization
were subsequently presented to six others.
Aerospace continues to develop the
hardware and software infrastructure
needed to support the quick-response capability. Incremental enhancements will
allow Aerospace to reconfigure and extend
existing resources to support multiple projects; they will also help researchers define
and execute test bed tasking more quickly.
Aerospace has also purchased the hardware
and software necessary to implement parallel equipment suites, enabling prototype
development in both unclassified and classified environments. Connectivity to selected
customer sites via classified networks has
significantly enhanced the ability to provide
quick response to operational customers.
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Future Trends in Ground Systems:

Rethinking
Systems Engineering
in Light of 
Hyperexponential Change
By exploiting, rather than fighting, the rapid pace of modern technological advancement,
ground systems developers can dramatically reshape the pace, form, cost, and content of
systems engineering
Michael Gorlick and Samuel Gasster

I

n general, for almost any technology there is a doubling period during
which the performance or cost of that
technology improves by a factor of two—in
other words, by some measure, the technology becomes twice as good as it was before.
Computing technology exhibits just this
behavior, upholding the dictates of “Moore’s
Law,” which predicts that the performance
of microprocessors will double every 24
months or so. The pace of improvement is
therefore exponential. For example, in five
doubling periods, the technology is not
2 X 5 (or 10) times better, but 25 (or 32)
times better than when it was first introduced. What’s more, careful examination of
long-term historical trends reveals that the
doubling periods are themselves shortening,
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implying that the rate of technical progress
is “hyperexponential.” Overall, each succeeding decade will see twice as much technical progress as in the preceding decade.
In this light, ground systems engineering becomes a race against time to develop
and deploy system components before they
become obsolete. Because hyperexponential technical improvement collapses into
months the advancements that might have
taken years just one or two decades ago, it
calls into question the wisdom of executing
programs whose total development cycle,
from requirements to deployment, is more
than a year. Instead, Aerospace has developed a concept known as “raging incrementalism” that can take full advantage of the
rapid pace of technology development.

Programmatically, raging incrementalism
emphasizes brief development cycles, rapid
prototyping, and the virtues of the “good
enough.” Brief development cycles and
rapid prototyping strongly bound the complexity of the system, forcing developers to
eliminate superfluous requirements, reduce
costs and risks, and focus attention on issues
critical to the domain. In a world defined
by continuous, accelerating change, “the
better is the enemy of the good enough,”
meaning that developers can rely on technological progress to resolve problems that
are peripheral to the domain. For example,
because the cost of commodity computing
hardware is insignificant compared with
the total development cost, a design approach that relies on massive computational

resources may be far more effective than one
that uses less hardware but requires large
quantities of complex, custom-crafted, expensive software. Brute force may be “good
enough” for now, as chances are good that
someone, somewhere, sometime soon will
develop a more efficient solution. When
that solution does appear, it can be quickly
incorporated into the next incremental development cycle.
Raging incrementalism relies heavily on
customer feedback to guide and focus each
successive round of system development.
The short cycles (on the order of weeks to
months) discourage customers and system
designers from overstating requirements
because there is simply not enough time
in any one cycle to satisfy an exhaustive set
of requirements. Premature and excessive
specification are two common causes of
schedule and budget overruns. In a world
of hyperexponential change, exhaustively
detailed requirements are useless, as conditions and needs will probably change before
the requirements are completely enumerated or satisfied. Short development and
deployment cycles ensure that the system
remains relevant to the actual needs.
Inexpensive commodity hardware and
open-source software are two fundamental
enablers of raging incrementalism. Highperformance computing hardware—including processors, memory, disk storage,
and network interfaces—is ubiquitous,
inexpensive, and largely interchangeable.
Commodity devices—such as analog-todigital and digital-to-analog converters,
radio transceivers, sensors, and relays—are
broadly available with open, standard interfaces. These devices, when combined with
commodity computing hardware and opensource software libraries and applications,
allow system designers to construct open,
commodity elements in place of closed, proprietary elements.

Hardware

Accordingly, raging incrementalism advocates the design, construction, and deployment of “bricks,” defined as self-contained
network-capable hardware elements that
implement a single narrow function or welldefined family of closely related services.
Experience demonstrates that services tend
to be more reliable if they are not forced to
compete for computational resources with
other unrelated services. Inexpensive commodity hardware allows a single service
to be encapsulated in a dedicated, singlepurpose “brick” that communicates via standard network protocols with other bricks to
provide a rich set of computational services.

Open-Source Software
Some decision makers may wonder whether open-source software is truly suitable for use in
national security space programs. A study conducted by Mitre Corporation in 2003 on behalf
of the Defense Information Systems Agency concluded that open-source technology plays
a critical role within the Department of Defense for infrastructure support, software development, and information security. The fact is, much of our national infrastructure and economy
is already dependent on open-source components. For example, the bulk of the Internet and
the World Wide Web (70 percent, according to recent surveys) is powered entirely by opensource software. Vast numbers of Web sites employ the LAMP suite comprising:
•

Linux, a well-known operating system;

•

Apache, one of the best known industrial-strength Web servers;

•

MySQL, a robust, large-scale relational data base;

•

Perl/PHP/Python, a triumvirate of flexible programming languages used to implement
custom Web services.

Further, Linux and FreeBSD (another open-source operating system) are embedded in a wide
variety of consumer devices, including wireless network routers, printers, telephones, video
cameras, and TiVo, a popular digital video recorder. The mapping of the human genome
would have taken far more time and money if it had not relied extensively on open-source
infrastructure and applications. Many commercial ventures employ a mix of open and closed
software. For example, both Google and Yahoo! rely on enormous server farms constructed
entirely from commodity hardware and open-source operating systems and infrastructure.
Many commercial ventures support open-source software either in whole or in part. For example, Apple, IBM, Novell, and Red Hat each have a substantial commitment (billions of dollars
per year, collectively) to the development and promulgation of open-source software.

Because each brick is network-capable
and fully compliant with open Internet
protocols, new functions can be added to a
system by plugging one or more bricks into
the network. Bricks are monitored, commanded, and upgraded via the network. As
better commodity hardware or open-source
software becomes available, older bricks
can be replaced or upgraded. The bricks of
raging incrementalism are the system engineering equivalent of Lego blocks—simple
uniform elements with standard interfaces
that may be rearranged to form a variety of
useful structures.
As applied to ground systems development, raging incrementalism relies on modern digital networks for the distribution and
integration of ground system services. Network protocols ensure that distinct services
are cleanly separated from each other. This
high degree of separation helps ensure that
two services A and B can evolve independently at a pace that is capable of tracking
the hyperexponential improvement at large.
An improved version of service B (for example, one that has a quicker response) can
be installed as a brick without disturbing
service A. As long as the improved B honors
the network protocol implemented by the

prior version, the change is transparent to
all ground system elements that rely on B.
Further, network communication allows
several versions of a service, each running
on separate bricks, to coexist simultaneously.
This, too, aids ground system evolution because those elements that still rely on older
versions of service A need communicate
only with the bricks that implement the
prior versions of service A. Those services
capable of exploiting the improved version
of service A communicate with the brick
implementing that service. Relying on the
network for service separation allows different portions of a ground system to evolve at
a pace and in a manner suited to the needs
of the customer while simultaneously guaranteeing the ongoing reliability and integrity of the system.

Software

Open-source software is available for an
astonishing variety of applications and domains. Many open-source offerings are easily the equal or superior of their closed, proprietary counterparts in terms of features,
utility, performance, reliability, and quality.
The size and diversity of the open-source
community guarantees that developers
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An FCC telecommunications survey shows the exponential adoption rate
for wireless phone service. Cellular phone service began in 1984 with just
340,000 subscribers; within 18 years, more than 50 percent of Americans had

tackle many problems in many ways from
many perspectives.
For many domains, there is an excellent
chance that an open-source utility directly
addresses a problem of interest or one that
is closely related. Open-source code is freely
available for inspection, review, comment,
modification, and redistribution by anyone
and everyone. This is ideal in a environment
of hyperexponential change because the
work of improving and extending the software is distributed worldwide among many
talented individuals and organizations.
Raging incrementalism suggests that
ground system programs develop just the
software they need at just the moment they
need it and no sooner. Premature development is wasteful and needlessly duplicative
because someone else may create a workable
software package at no cost. Even if the
open-source alternative is less capable or
does not directly address the issue at hand,
it may be a preferable starting point because
it will probably be far more accessible and
improve far more quickly than its commercial counterpart. By minimizing software
development and restricting it to critical,
domain-specific components, ground system projects reduce risk, shorten schedules,
eliminate waste, and achieve greater productivity with a smaller staff.
For example, high-precision time
synchronization and timing services are
critical ground system functions required
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subscribed. In contrast, it took about 70 years for the old land-line telephones
to reach 50 percent of American homes.

for pass scheduling, telemetry ingestion
and processing, product distribution, and
archiving. An open-source software suite
called NTP (Network Time Protocol),
implementing open standards and running
on commodity hardware, can easily provide
system-wide synchronization to within a
few microseconds of United States Naval
Observatory time, the Department of Defense standard reference for time. Ongoing
improvements in the NTP suite suggest
that submicrosecond synchronization may
be achieved in the near future.
Raging incrementalism changes the nature and form of software development for
ground systems by shifting the focus from
the creation of new software to the integration and modification of existing software.
Relying on standard network services allows developers to quickly integrate large,
disparate applications in less time and with
fewer errors than would be the case for new
development from scratch. This, in turn,
reduces testing and allows teams to present
a version of the system in less time to the
customer for evaluation and feedback.

An Example

2003
158,722
157,042
160,623

To illustrate this approach, consider an
Earth remote sensing system whose mission is to collect data for meteorological
applications. Such a mission might support
short-term (hours) approximate weather
forecasting for users in remote locations,

near-term (hours to days) precision weather
forecasting, and long term (years to decades) climate studies. The mission would
require low-bandwidth downlinks for field
terminals; low-latency, high-bandwidth
data transmission to central sites for global
near-term weather forecasting; and longterm archival storage for mission data and
high-speed reprocessing for climate studies.
The space segment for such a system
would consist of a constellation of satellites
flying a variety of remote sensing instruments. At least three satellites would be
needed to provide comprehensive global
coverage, and the raw downlink data rates
could range anywhere from 300 to 1000
gigabytes per day per satellite (with the
rates increasing over time as instrumentation and communication improves). The
user segment would contain the end-user
applications and equipment—for example,
the portable field terminals for receiving
and processing weather data. The user segment would also contain ground-based
weather instrumentation such as fixed meteorological stations, balloon-lofted radiosondes, radars for tracking and measuring
weather patterns, and other instruments.
The ground segment would encompass
the ground stations required to receive and
process mission data and satellite telemetry.
The ground segment would receive data
from two sources—the space segment and
the ground instruments.
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Census surveys
show that in
1993, only 15 percent (at most) of
American households had Internet access, yet by
2001, the 50 percent barrier had
been broken—
another example
of the exponential adoption of a
new technology.
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The benefits of the raging incrementalism approach can be seen in analyzing the
requirement for long-term storage and
reprocessing of data to support climatology
research. Using open-source software and
commodity hardware, one can construct a
network storage server containing 40 independent storage nodes, each with a capacity
of 2 terabytes, for a total capacity of 80 terabytes in a rack that will consume less than 4
kilowatts (a standard rack is approximately
half a meter wide by half a meter deep by
two meters high). Assuming a nominal
storage requirement of 1 terabyte per day,
one year’s worth of storage will require
fewer than five racks, and a fully redundant
system for reliability and data integrity will
require only nine or ten racks.
The storage system can be managed and
monitored remotely using standard network
protocols, and individual storage nodes can
be powered on and off from a Web browser.
Predicted advances in disk storage technology will allow operators to increase the
storage capacity of an individual node to
4 terabytes well before the close of the decade—easily doubling the storage capacity
of an individual rack. Raging incrementalism recommends delaying the purchase of
hardware until the last possible moment—
taking advantage of the latest improvements
in technology.
Raging incrementalism can also simplify
the organization of the stored data. Remote
sensing mission data are typically organized
into “granules,” or collections of data sets
that comprise the observations of a single
geospatial region from a single instrument.
Affiliated with each granule are various
types of metadata, including the time of
observation, instrument parameters, satellite position, and a history of the processing
required to extract calibrated sensor readings from the raw instrument data. Raging
incrementalism suggests that the metadata
service be implemented as a brick, separate
and distinct from the granule storage. The
metadata service can be constructed using
standard open-source components such as
MySQL, a relational database that is well
suited for use as a metadata repository.
The actual data sets would be enormous,
with temporal ranges that can easily span
several years and geospatial ranges that
can exceed millions of square kilometers.
Further, these data sets must processed in
far less time than they took to collect, because no climatologist wants to wait three
years to review the results of analyzing
three years worth of data. Scientific analysis
on this scale requires massive computational resources and substantial software
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infrastructure. Raging incrementalism
would address this need though a so-called
cluster—an enormous engine of computation that can be assembled piecemeal using
inexpensive commodity hardware. Sophisticated open-source software is available
for administrating and monitoring such a
cluster and for scheduling and controlling
the runs of complex scientific programs
required by climatologists and other Earth
science disciplines.
An example of a large-scale cluster at
Aerospace is Fellowship, which comprises
more than 500 high-performance processors with 250 gigabytes of memory and
more than 150 terabytes of disk space
organized into ten racks interconnected
via a dedicated 1-gigabit/second network.
Fellowship is ranked among the faster computing clusters in the world and undergoes
almost continuous expansion and upgrade.
All of Fellowship’s users remotely initiate,
control, inspect, and terminate their computations by way of standard network protocols and services.
Both the data archive and the computing cluster required for the notional remote
sensing repository can be constructed incrementally as demand increases or as the price
and performance of hardware improves. The
other elements, both hardware and software, of the ground segment would be designed, built, and deployed in a like manner,
allowing system architects to do in weeks or
months what would have taken years using
classic system engineering methodologies.

However, many questions remain, including
the role of software architecture in systems
amenable to change and the appropriate
programmatic and contractual tools for
rapid and responsive system construction
and deployment. While these and other
questions are ongoing topics of research
at Aerospace, it seems nonetheless certain
that as the world of computing, software,
and technology evolves at hyperexponential
speeds, system engineers will need to apply the principles and techniques of raging
incrementalism to keep pace.
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Information
Assurance
in the

Global Information Grid

The Department of Defense is constructing the Global Information Grid, a foundation
for network-driven defense operations. This massive complex of computational and
communication resources requires new approaches to ensure the confidentiality,
integrity, and availability of data moving through the system.
Stuart Schaeffer, Colin Cole, Nicole Carlson, Daniel Faigin,
Tim Lelesi, Leo Marcus, and Deborah Shands
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T

he Global Information Grid is an
ambitious undertaking to integrate
virtually all of the Department of
Defense (DOD) information systems into
a single, seamless, secure “network-centric”
system. The goal is to enable rapid dissemination of information, regardless of which
agency owns it and which user, anywhere in
the world, needs it. This requires data owners to let people or systems outside their
control access their data. Thus, it is necessary to provide assurance that the network
is sufficiently trustworthy to permit sharing
of information without compromising either the data or the mission of the owner.
Trust in the Global Information Grid is
dependent on technologies that protect the
systems against the unauthorized disclosure,
modification, or destruction of data and
ensure its availability to those who need it.
Aerospace is researching various technologies and engineering methods that provide
such protection. Important components of
this work include adaptive security infrastructure, cross-domain solutions, enterprise
rights management, and cryptographic key
management.
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Adaptive Security
Infrastructure

Adaptive security refers to the ability of a
network to adjust automatically to changing
circumstances such as intrusions, node failures, new connections, hardware or software
modifications, and configuration changes.
In the Global Information Grid, dynamically forming communities will interconnect to share information, then disband
and disconnect. For example, a number of
federal, state, and local government agencies
may come together with nongovernmental
aid groups and commercial organizations to
provide rapid response to a natural disaster.
Satellite data may be offered to many of
the organizations to help direct relief efforts. After the emergency has passed, this
community may disband or change into a
longer-term rebuilding community with
different organizational partners. Many of
these organizations would no longer need
access to the satellite data, so the access
parameters would need to change to accommodate the new requirements.
Malicious attacks are also a concern.
Most networks are subject to attacks against
information or operations, and some attacks
can spread quite rapidly. For example, in
2003, the Slammer worm scanned 90 percent of the Internet in less than 10 minutes,
doubling the number of infected network
nodes every 8.5 seconds. Manual responses
are clearly insufficient to meet such rapid

r1
e

e

e

Administrative
console

e: sensor
event
r: protective
response

Protected
system

Aerospace is developing a prototype to test the
utility of the Adaptive Security Infrastructure (ASI)
for delegating authority and composing responses.
It consists of an administrative console through

which security policy rules are specified, a network
of sensors that detect security-related events, and a
controller that analyzes  sensor reports and initiates
protective responses governed by the policy rules.

attacks; automated responses are now essential to protect critical systems.
The local adaptability of individual security mechanisms (such as firewalls, antivirus
software, and intrusion detection systems)
has improved within the past few years,
but there is little understanding of the effects of such adaptations at the enterprise
level. When multiple mechanisms adapt
independently, the enterprise-wide (or
Grid-wide) results can be unpredictable.
For example, if individual firewalls adapt by
generating different access control policies,
user access to enterprise resources may be
permitted from some hosts, but not others.
This can lead to errors in software applications, frustrated users, and significant time
spent troubleshooting by network administrators. Thus, it is critical to ensure that a
system employing adaptive security mechanisms will behave as expected and that an

automatically generated local response will
not cause problems at the enterprise level.
To address these concerns, Aerospace
created the Adaptive Security Infrastructure project. The focus is on developing
models and technologies to help improve
the enterprise-level reliability and predictability of security adaptations. This includes
research into languages for specifying security adaptations, adaptation semantics,
techniques for identifying compositions
of system elements to preserve security
properties, definition of adaptation strategies, association of security adaptivity with
system architectures, and techniques for
architecture-independent adaptation.
Part of this project has involved the development of a mathematical model covering the delegation and response of security
tasks and security properties. An enterprisewide security policy is enforced by assigning
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Security Validation
Aerospace plays an active and vital role in the evaluation of security
claims for commercial computing and computer-based products under
the Common Criteria for Information Technology Security Evaluation.
The Common Criteria defines a formal vocabulary for stating security
and assurance requirements that allows a third-party investigator to
ascertain whether a product actually meets those requirements.
In the United States, the agency responsible for these evaluations is the
Common Criteria Evaluation and Validation Scheme, jointly managed
by the National Institute of Standards and Technology (NIST) and the
National Security Agency (NSA). A vendor submits a product and a
description of its security functions (called a security target) to a certified
testing laboratory, which tests and analyzes the product according to
Common Criteria procedures and reports its findings to the Scheme,
which issues the certificate. The work of the labs is monitored by teams
of validators (drawn from the FFRDC community) to ensure that it is performed properly and that the resulting conclusions are correct. Eleven
information assurance experts from Aerospace serve as validators.

subpolicies to independent components.
The interconnections that combine components to form the enterprise must also exhibit specific security properties. The model
would determine whether enforcement of
the subpolicies, together with satisfactory
security properties, would result in the enforcement of the enterprise-wide policy.
Components are responsible for enforcing their subpolicies, despite changing conditions within the enterprise. This requires
component-level autonomy to locally adapt
elements such as parameter values, data,
connections, and permissions. At the same
time, component-level adaptations must be
constrained to control their impact on the
enterprise. For example, when a new partner
joins a community of interest, an existing
partner may choose to share some, but not
all, of the resources on a Web server. To allow requests from the new partner to reach
the server, the administrator must “open
up” some firewall configurations; however,
restrictions must also be added to prevent
the new partner from accessing material
that is not intended for sharing. It is important that the firewall configurations not be
opened before the restrictions are in place.
Aerospace is developing a prototype to
test the utility of the Adaptive Security
Infrastructure for delegating authority
and composing responses. It consists of an
administrative console through which security policy rules are specified, a network of
sensors that detect security-related events,
and a controller that analyzes sensor reports
and initiates protective responses governed
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Aerospace has been providing security certification services to the
government since 1985, initially performing security evaluations in
the NSA’s Trusted Product Evaluation Program in accordance with the
Trusted Computer System Evaluation Criteria (colloquially known as
the “Orange Book”). Developed by the Department of Defense, these
criteria were formally synthesized with corresponding criteria of other
countries during the 1990s and issued as the Common Criteria.
As members of the development team, Aerospace personnel played a
major role in writing the Common Criteria. In 1998, the United States
signed an international mutual recognition agreement and subsequently
created the Common Criteria Evaluation and Validation Scheme to enable evaluations by commercial laboratories. The original Aerospace
evaluators became validators, and the company has maintained and
extended its technological expertise in the process of formal governmentsanctioned security evaluation.

by the policy rules. The prototype has been
used to demonstrate adaptive security functions in two scenarios based on an imaginary Air Force operation: the management
of a sensitive e-mail distribution system
under both “normal” and mission-critical
conditions, and defense against a denial-ofservice attack under the same conditions.
These demonstrations have shown the
validity of the theoretical model and the
viability of its implementation.

Cross-Domain Solutions

An important characteristic of the Global
Information Grid is the interconnection
of individual networks on a grand scale,
enabling information to flow from its owners to users, such as intelligence analysts
and war fighters, without requiring them to
share a single network. This is considered
essential by DOD planners; however, much
information, such as classified or U.S.-only
data, must be restricted to particular groups
and individuals. In addition, critical systems
need to be protected from malicious software and network attacks. Hence, there is a
need to control the flow of information.
A “cross-domain solution” is a device
that controls the flow of data between
two domains. Most commonly, domains
are enclaves or subnetworks of different
classification levels; they may also be owned
by different entities and have different access policies. The cross-domain solution
has two primary responsibilities. Outbound
transmissions (from the more controlled
domain to the less controlled domain) must

be inspected to ensure that they do not disclose restricted information. Inbound transmissions must be inspected to prevent the
introduction of malicious software. These
inspections are typically done using rules
specific to the type and content of the data
being transmitted, indicated by the data
source and descriptive metadata.
Cross-domain solutions are derived from
“guard” technology. Guards are devices that
monitor network connection points and determine, according to a set of rules, whether
individual data packets should be permitted
to go to their destinations. A firewall can
be viewed as a type of guard, and firewalls
with sophisticated rule sets may approach
the functionality of a cross-domain solution; however, cross-domain solutions are
distinguished from guards and firewalls by a
greater level of assurance—that is, they have
been shown to operate correctly through
more intense analysis and testing.
Cross-domain solutions are most commonly used for connections to long-haul
networks such as the DOD’s SIPRNET
and NIPRNET (Secret Internet Protocol
Router Network and Nonsecure Internet
Protocol Router Network). In space systems, they mediate the connections between
classified ground control systems and the
unclassified Air Force Satellite Control
Network (AFSCN). They are also used
at internal connections between different
single-level subsystems, such as internal local area networks of different classifications,
and may also be indirectly connected to
other systems.

Including a cross-domain solution in a
system is considerably more complex than
putting in a firewall. It requires a justification of need, a review by upper-echelon
boards at the Defense Information Systems
Agency (DISA) and National Security
Agency (NSA), and custom engineering
to fit the intended system. Failure to begin
planning early enough (or at all) can result
in significant schedule slips and cost increases and is likely to delay system accreditation and availability.
Aerospace has been addressing the issue
of cross-domain solutions in space systems,
particularly regarding the connection of
ground command and control networks to
AFSCN. In contrast to a standard crossdomain solution, which generally processes
only Internet Protocol data traffic, a crossdomain solution for a ground control network must recognize specialized satellite
control protocols—although it may also
have more traditional traffic concerns, such
as SIPRNET connections, internal local
area networks of different classifications,
and U.S.-only vs. foreign access requirements. Aerospace is working with several
national security programs to determine
their cross-domain solution needs, guide
them through the implementation process,
and assist them with certification and accreditation. In conjunction with DISA,
Aerospace has also been pressing for the

development of standardized cross-domain
solution interfaces for the next generation
of space networks. An approved standard
solution that builds upon AFSCN resources
could achieve considerable cost and schedule advantages in the long run.

Enterprise Rights Management

A cross-domain solution can help control
the flow of information, but provides no assurance about what happens after the information gets to its intended destination. One
emerging technology, known as enterprise
rights management, enables the data owner
to maintain some control over information,
even after it’s received by someone outside
the owner’s organization. Enterprise rights
management evolved from digital rights
management, which was devised to control
the distribution of commercial content
such as movies and music. Enterprise rights
management is intended to control more
sensitive data, such as trade secrets, whose
unauthorized use would be far more serious. Aerospace is investigating whether
the technology might also be suitable for
protecting national security data with high
confidentiality and integrity requirements.
In most commercial enterprise rights
management schemes, data are encapsulated in discrete objects, which are then
tagged with metadata containing access
control information. These objects may then

be disseminated; theoretically, they will be
useless (that is, unreadable, unwriteable,
inaccessible) unless the accessor presents
credentials that match the metadata restrictions. If this is the case, the data object is
transmitted from a central repository to the
accessor’s workstation, where it is generally
only viewable in a special application that
isolates it from the rest of the local system.
For example, the ability to copy and paste
to and from the Windows clipboard is
disabled, as are screen captures and print
commands.
Several types of access-control information are commonly found, in addition to the
familiar permissions to read, write, modify,
and delete an object. Key among these is
rights delegation, the ability of the owner
of a data object to control what a recipient
may do with it. For example, Alice may
permit Bob to view a certain document, but
she may or may not permit Bob to forward
it to Carol, and she may or may not allow
Bob to control what Carol does with it.
This technology has obvious ramifications for the distribution of sensitive
defense information. For example, during
a battle, an operations officer may need
a classified satellite image from an intelligence agency immediately. The Global
Information Grid makes it possible to send
the request from the field to the agency and
to receive the image while the information
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An enterprise rights management (ERM) scheme. A data object is created and tagged with
metadata containing sensitivity
level, required user access rights,
and disposition rights. The object is placed in a repository that
authenticates the object source
and ensures that source has appropriate access rights. A search
engine finds the object and presents the requester’s credentials.
The repository authenticates the
credentials, verifies access rights,
and, if appropriate, sends the
data object. The user’s computing
platform verifies the integrity of
object and may authenticate the
repository as well. Based on the
credentials contained in the computing platform, the user might
only be able to view portions
of the object. If authorized, the
user may annotate the object or
combine it with other objects to
generate a new object, in which
case the user would attach new
metadata (possibly different from
original object’s metadata).

Crosslink Spring 2006 • 39

is still useful; however, the image must not
be seen by anyone but the operational command staff, and when the image is no longer
needed, it must disappear from the battlefield computer. Historically, organizations
have been unwilling to share information in
this fashion. They might be more willing to
do so if a mechanism existed that enabled
the information owner to retain control
over the information, even when it resides
on someone else’s computer.
Prior to the development of enterprise
rights management, the so-called multilevel
system was the only technology available to
control the transfer and disclosure of data
with different levels of sensitivity stored on
the same computing platform. Multilevel
systems are complex and difficult to implement and have not been widely adopted.
Enterprise rights management has the
potential to provide more capabilities than
multilevel systems without the implementation problems.
Still, enterprise rights management is
not yet strong enough to meet DOD needs,
and there are significant areas that need to
be addressed. For example, most currently
available products are designed for specific
computing platforms and are not suited to
mixed-platform environments. Furthermore, the protection mechanisms they use
are proprietary and are not standardized,
and they cannot interoperate. Nevertheless,
the technology holds great potential.
Aerospace is investigating the behavior
and implementation of several commercial
enterprise rights management schemes.
Specific areas of interest are policy modeling, interoperability, assuring correct behavior, and penetrability (how difficult it is to
break protection and circumvent controls).
The goals are to establish criteria to evaluate
and compare enterprise rights management
products, assess their suitability for national
security applications, and identify enhancements that will strengthen data protection.

Cryptographic Key Management

One of the foundations of secure information flow through a network is encryption
of data. Encrypted data are unintelligible,
and only those who possess the encryption
key can restore the information to its original intelligible form.
The National Security Agency is responsible for the creation and distribution of
cryptographic keys for all classified data in
space systems. The currently implemented
distribution system for keys protecting
classified information, the Electronic Key
Management System, uses a network
of distributed message servers feeding
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dedicated key-distribution computing platforms, communicating over public phone
lines using secure terminals to maintain
confidentiality. The system relies on detailed
knowledge of each of its end users, who
must have prearranged accounts. It also
relies on trusted human operators to make
correct distribution decisions. However,
the sheer size and dynamic nature of the
Global Information Grid would overwhelm
human decision-making capabilities while
increasing the risk of breaches of trust by
human intermediaries. Therefore, a more
sophisticated and automated scheme will be
needed.
To meet this need, NSA is developing a
system called the Key Management Infrastructure, which relies on a number of keyrequest clients connected to a distributed
network of key servers. The use of intelligent client software and network-based
key distribution is intended to mitigate the
possibility of human error and intentional
redirection while improving distribution
and management functions.
NSA requires space system programs to
have a key management plan that explains
how keys will be controlled during their
life cycle of generation, distribution, use,
replacement, and eventual destruction.
These plans detail what keys will be ordered
from NSA, how many, their classification,
the equipment that will use them, and information about the program’s distribution
network.
A key management plan is constructed
around a key management architecture, the
operational structure for ensuring that the
ordering, distribution, use, and destruction
of keys are all performed securely. Commonly used techniques for secure distribution include encrypting keys with other
keys that are distributed via a different
route, physically protecting keys from their
point of origin to their destinations, and
maintaining periodically audited records of
key distribution and usage. A key management architecture can use one or more of
these methods in combination with restrictions on keys and equipment in accordance
with NSA procedures (such as requirements
for two people to handle certain types of
keys, or for two people to be present when
cryptographic equipment is operated).
Creation of a key management plan
requires specialized knowledge of both the
available cryptographic technology and
NSA requirements. Moreover, the NSA
requirements governing the Key Management Infrastructure are still being written,
and the cryptographic technology is still
under development—all of which adds to

the difficulty of developing an acceptable
key management plan. Aerospace has a long
history of working with NSA on defining
and satisfying cryptographic requirements
for space systems and is tracking the development of the Key Management Infrastructure. Aerospace has also been working
with national security space programs to
help design key management architectures
and plans that will meet NSA requirements
for certification.

Engineering Methods

Space programs have historically suffered
from poorly defined and poorly understood
processes for acquisition and engineering
of information assurance. The problem
is multifaceted and inherently complex.
Diverse information assurance processes,
such as certification and accreditation and
cryptographic device acquisition, run in
parallel, with little coordination, throughout
the program’s life cycle. Moreover, these
information assurance processes are poorly
integrated with DOD-mandated processes
for managing system acquisition. There is
a tendency to emphasize implementation
of particular technologies and products
without considering how the functions
they perform should be integrated into the
overall system. This commonly results in
“backward” or after-the-fact information
assurance engineering.
New government policies promise to
streamline space system acquisition and
enhance information assurance in the
Global Information Grid, but, as policy
requirements, they do not provide technical guidance for integrating information
assurance engineering with other engineering disciplines. The resulting difficulty in
mapping the myriad of policy requirements
to tasking and deliverables has resulted in
confusion, duplication of effort, missed
tasking, and diminished productivity among
program participants.
In response to these issues, Aerospace
has been developing an array of products
to guide space programs in integrating information assurance into their acquisitions.
For example, the Aerospace Institute course
“Information Assurance for Space Systems
Acquisitions” presents overviews of DOD
information assurance policy, certification
and accreditation processes, cryptographic
device acquisition, and cryptographic key
management, all in the context of formal
acquisition policy and the major engineering milestones of the acquisition schedule.
Aerospace has also constructed an internal Web site for the dissemination of information assurance guidance and reference
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Acquisition requirements can be fairly complex, and a different large subset applies to every acquisition.
Engineering methods help rationalize conformance and provide a uniform process across all acquisitions.

material. The site will host executive summaries of relevant government publications;
recommendations for allocating requirements to government program offices,
contractors, and system operators; guidance
that maps requirements to standard certification mandates; guidance for contractors
on including information assurance in their
designs; examples of required documents,
including system security authorization
agreements, program protection plans, key
management plans, and templates for contract clauses; suggestions for compliance
and reference documents; and conference
briefings and proceedings.
Currently, Aerospace is analyzing existing information assurance engineering
processes with the goal of developing a

methodology that would mesh with more
traditional systems and software engineering disciplines. These efforts are expected
to produce a much needed capability that
does not currently exist in the space acquisition community. Ultimately, this guidance
should streamline the acquisition process
and improve system security engineering.

Conclusion

The Global Information Grid will profoundly enhance defense operations by
making critical information available to
those who need it, when they need it, wherever they need it. But before the Grid can
fully meet its objectives, system planners
will need to resolve fundamental issues affecting the safety, integrity, and availability

of sensitive data. Ensuring that information
stays out of the wrong hands and gets into
the right ones will require reliable and comprehensive methods for controlling how
and to whom information is distributed and
how sensitive data can be processed and
stored. Moreover, achieving the necessary
level of assurance that information is adequately protected will depend on nascent
and immature technologies, and the development of the Grid must be sufficiently
flexible to accommodate them as they
evolve. To attain these goals, new space systems must be designed for integration into
this dynamic framework from the earliest
conceptual phases.
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Laser Amplifiers for Space Communications
The implementation of laser and optical technology in space-based
communications systems will potentially offer benefits over radiofrequency (RF) platforms. The higher-frequency optical carrier
accommodates higher data rates, and the reduced diffraction, or
beam spreading, enables greater security. This latter feature also reduces the size requirements on the antenna (or telescope) apertures,
which potentially can reduce size and mass of the overall space
platform. The trade-off for replacing RF with optical technology
is that pointing requirements become much more demanding, and
the long-term reliability of key photonic components in a space
environment has yet to be proven.
An important component for space-based laser communications
is the fiber amplifier. These devices are employed in both transmitters and receivers to compensate for the decrease in signal power
per unit area due to propagating the long distances typical of space
links. As explained by Todd Rose of the Photonics Technology
Dept., fiber-based high-power amplifiers (HPAs) in the range of
1–10 watts are envisioned for the transmitters, and low-noise amplifiers (LNAs) in the range of 10–100 milliwatts are envisioned for
the receivers. LNAs operating at a wavelength of 1.55 microns have
been developed by the terrestrial telecom industry and are currently
used in all terrestrial optical communication networks. Fiber LNAs
for space applications are based on standard telecom fiber designs.
They typically have micron-size cores doped with erbium. Light
propagates down the core and is amplified by the erbium, which is
optically pumped by low-power semiconductor laser diodes, Rose
said. HPAs function similarly to their lower power counterparts,
but have added features such as additional doping with ytterbium
to improve pump absorption and specialized cladding around the
cores to accommodate pumping with high-power laser diodes.
Depending on the data rate requirements, HPAs and LNAs
can amplify a single wavelength channel or a set of wavelengthmultiplexed channels for higher capacity. Standard telecom components now support single-channel rates up to 40 gigabits per
second, and systems multiplexing 32 or more channels have been
demonstrated.
“The success of fiber LNAs in terrestrial systems makes them
attractive candidates for use in space,” Rose said. The terrestrial
telecom industry qualifies these parts according to a set of standard
industry guidelines. “While these standards serve as a good starting
point, additional qualifications are needed for the space environment—such as a greater thermal range, radiation tolerance, and
operation through thermal cycles and in vacuum.” Work is ongoing
to modify terrestrial LNAs to achieve space qualification.
The HPAs present greater engineering challenges because they
involve more exotic structures, pumping schemes, and chemistry.
Device efficiency is also an important parameter for space applications because power is limited aboard spacecraft, Rose said.
Furthermore, HPAs in the 1–10 watt range are not needed for terrestrial telecom at present, so their rate of development has been
slower than that of LNAs.
Rose has been leading a team, which includes George Sefler,
Heinrich Muller, George Valley, and Jose Linares that is conducting
research on both LNAs and HPAs to evaluate their state of development and reliability. In particular, the team has been investigating
the effects of radiation on amplifiers. When exposed to radiation,
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these devices develop “color centers” that absorb signal and pump
light, which affects performance. The team’s research indicates that
these color centers reduce gain, but—unexpectedly—not the noise
figure in these devices. “Most tests of unpumped amplifier fibers
indicate that their degradation would be too severe in a space radiation environment to support a communication link over a mission
life of 10 or more years,” Rose said. Interestingly, under pumped or
operational conditions, the formation of color centers is reduced by
a photoannealing process that is not fully understood. Part of the
team’s research centers on how pump power and wavelength affects
this annealing process and to what extent the annealing might render the fibers usable in space.
Another important goal of the Aerospace research effort is to
develop models to predict the performance of HPAs doped with
erbium-ytterbium. The modeling effort is more difficult for these
fibers than for erbium-doped LNAs because the additional inter
action between the erbium and ytterbium ions creates more pathways for the flow of energy, Rose said. Benchmarking of the models
is also difficult because the exact composition and doping profiles of
the fibers are not always known, either due to processing uncertainties or proprietary issues. Models developed by Aerospace have incorporated new processes to explain performance results and other
measurements observed in the laboratory.
A third area of the Aerospace research has focused on developing
better pumping schemes for fiber amplifiers. Typically, HPAs are
pumped with many individually packaged laser-diode devices. According to Rose, the use of high-power laser-diode arrays could significantly simplify packaging requirements. To date, however, these
devices have not been effectively used in this application because of
the difficulty in coupling the optical output from these multipleemitter structures into the fibers. Rose and his team are seeking
efficient and reliable methods for coupling these arrays involving
novel optical structures and waveguides.

Todd Rose (right) and Jose Linares of the Photonics Technology Department have
been studying the effects of radiation on fiber amplifiers for laser communications using Aerospace’s cobalt-60 source.

Laser Beam Acquisition and Tracking
Laser-based communications offer greater capabilities than RF systems, but present greater challenges in implementation. One such
challenge involves the difficulty of acquiring and tracking a concentrated beam of laser light arriving from another platform across
vast reaches of space.
Aerospace has been investigating ways to optimize and automate
the laser acquisition and tracking process. Research began a couple
of years ago with the development of a two-terminal laser communications test bed, designed to simulate a separation of 80,000
kilometers between two satellites in a laser communications link.
This effort combines the talents of personnel from both the Electro
mechanical Controls Department (ECD) and the Digital and
Integrated Circuit Electronics Department (DICED). Implementation will require both field-programmable gate array (FPGA) and
digital signal processing (DSP) hardware that will comprise two
different, parallel implementations for a “front end” or camera head
for the test bed. This test bed will be instrumental in evaluating
algorithms, characterizing hardware, and verifying design concepts,
whether derived by Aerospace or by contractors.
For the FPGA effort, John Maksymowicz of DICED has been
able to design a control and image-processing algorithm whose
timing and sequencing are governed solely by the control signals
fed into and out of the optical sensor, a CMOS-based focal-plane
array. Similarly, Kenny Conner of DICED has been developing the
same processing functions on more generic DSP hardware through
his development of embedded code.
Recently, Maksymowicz took his research a step further, extending the algorithm to work with the most advanced commercially
available visible-wavelength focal-plane array. As Maksymowicz
explains, the initial research used a sensor rated at 30 output frames
per second, with a clock cycle of 10 megahertz and a single 10-bit
pixel output per cycle. The newer work employs a focal-plane array
with a minimum output of 500 frames per second with a clock cycle of 66 megahertz and ten parallel 10-bit pixel outputs per clock
cycle. Thus, at its largest frame size, the sensor would generate
pixel data 100 bits wide at 6.55 gigabits per second (1024 x 1280
pixels per frame x 10 bits per pixel x 500 frames per second). Further complicating matters, the sensor required external commands
for its internal functions, such as the start/stop of photodetector
integration and the resetting of the photodetectors and analog-todigital converters. Thus, Maksymowicz had to develop “handshaking” logic—a communications protocol that would ensure proper
two-way operations as well as help the FPGA establish the correct
timing and sequencing of all the functions in the image-processing
portion of the algorithm.
Maksymowicz generated a function that enabled the FPGA
to map every pixel that was output by the focal-plane array to a
specific coordinate on the array while it was actively scanning. The
code allowed all of the sensor’s 100 parallel output bits to be input
to the FPGA in a single clock cycle. Thus, the FPGA was able to
register every scanned pixel with only a single clock period delay.
Each pixel value could then be compared with a predetermined
threshold and, if validated, sent to a pair of divider circuits, which
would in turn calculate the Cartesian coordinates of the laser
beam’s centroid. These x-y coordinates could be output for further
processing, or sent as stand-alone commands directly to the sensor’s

pointing mechanism, enabling it to slew the sensor to maintain
continuous, real-time tracking of the laser beam.
For the DSP effort in integrating with the new focal-plane array, Conner attempted a similar implementation. This effort proved
even more challenging. The goal was to process a single image
frame from the focal-plane array within 2.0 milliseconds; however,
the DSP development kit was limited in several important aspects.
The main issue revolved around the DSP memory interface: Only
half of the 64-bit memory bus was available for custom interface
circuit design. Nonetheless, software for pointing, acquisition, and
tracking was developed using both Matlab and C programming languages. Maksymowicz was able to identify another DSP architecture
with a multiprocessor interface and higher throughput capability.
Both the FPGA and DSP design efforts are continuing. The
next step will be to integrate them with the test bed for hardware
demonstration and validation. The team also intends to modify the
algorithm to enable autonomous switching of the focal-plane array
between partial and full array scans.

Schematic of the two-terminal laser communications test bed. The light lines do
not end in the center, but pass through a far-field simulator that greatly reduces
their diameter and power, thus simulating travel through 80,000 kilometers of
space. Terminal 2 is an exact reflection of terminal 1, transmitting through its
own series of optics and far-field simulator to the detector at terminal 1. Thus, the
system is bidirectional, transmitting and receiving signals along the same path.

An FPGA-enabled imaging sensor similar to this one (the vertical printed wiring
board with attached ribbon cable) will be integrated with the test bed for hardware demonstration.

Crosslink Spring 2006 • 43

Bookmarks

Recent Publications, Papers, and Patents by the Technical Staff

Publications and Papers
J. D. Adams and R. A. Hickman, “ARES: Affordable REsponsive Space
lift,” AIAA Space 2005 (Long Beach, CA, Aug. 31, 2005).

P. C. Anderson et al., “On the Relation Between Sub-Auroral Electric
Fields, the Ring Current, and the Plasmasphere,” The Inner Magnetosphere: Physics and Modeling, ed. by T. I. Pulkkinen, N. A. Tsyganenko,
and R. H. W. Friedel (AGU monograph, 2005).
E. J. Beiting and M. L. Garrett, “Spectral Characteristics of Radiated
Emission from SPT-100 Hall Thrusters,” 2005 International Electric
Propulsion Conference (Princeton, NJ, Oct. 31, 2005).
K. P. Bentz, “Computation of the Cross Ambiguity Function Using
Perfect Reconstruction Over-Sampled DFT Filter Banks,” WSEAS
Transactions on Systems, Vol. 4, No. 10, pp. 1733–1740 (Oct. 2005).

D. G. Beshore, “A Highly Automated CMMI-Driven Self-Organizing
and Mapped (SOM) Document Library,” INCOSE 2005 Symposium
(Rochester, NY, July 10, 2005).
J. B. Blake et al., “Global Observations of Energetic Electrons Around
the Time of a Substorm on 27 August 2001,” Journal of Geophysical
Research, Vol. 110, No. A6 (2005).
D. J. Buettner, “A Taxonomy for Physics-Based Synthetic Biometric
Models,” AutoID 2005 (Buffalo, NY, Oct. 18, 2005).

J. Camparo, “Does the Light Shift Drive Frequency Aging in the Rubid
ium Atomic Clock?,” IEEE Transactions on Ultrasonics, Ferroelectrics
and Frequency Control, Vol. 52, No. 7, pp. 1075–1078 ( July 2005).

J. Camparo, “Evidence for a Simple Scaling Law Relating Neutral and
Cation Diatomic Bond Energies,” Theochem, Vol. 722, No. 1–3, pp.
239–243 (2005).

J. C. Camparo, C. M. Klimcak, S. J. Herbulock, “Frequency Equilibration in
the Vapor-Cell Atomic Clock,” IEEE Transactions on Instrumentation
and Measurement, Vol. 54, No. 5, pp. 1873–1880 (Oct. 2005).
J. C. Chai and A. O. Britting, “Comparison of OLMS Data with Derived EM Responses of Space Launch Systems to Lightning,” 2005
IEEE EMC International Symposium (Chicago, Aug. 8, 2005).
J. C. Chai and E. Dressel, “Electromagnetic Cross Coupling Between
Ground Support Power Lines and Spacecraft Umbilical Cables,”
2005 IEEE EMC International Symposium (Chicago, Aug. 8, 2005).

J. C. Chai and E. Dressel, “OLMS Detection of EM Transients at Space
Launch Sites,” IEEE EMC International Symposium (Chicago, 2005).
A. B. Christensen et al., “Undulations on the Equatorward Edge of the
Diffuse Proton Aurora: TIMED/GUVI Observations,” Journal of
Geophysical Research, Space Physics, Vol. 110, No. A8 (Aug. 25, 2005).

K. D. Diamant, “Resonant Cavity Hollow Cathode Progress,” 2005 International Electric Propulsion Conference (Princeton, NJ, Nov. 2005).

W. L. Dimpfl et al., “Improvements in Modeling Radiant Emission from
the Interaction Between Spacecraft Emanations and the Residual
Atmosphere in LEO,” AMOS Technical Conference (Maui, Sep. 2005).
K. W. Dotson, S. Rubin, and B. H. Sakot, “Mission-Specific Pogo Stability Analysis with Correlated Pump Parameters,” Journal of Propulsion and Power, Vol. 21, No. 4, pp. 619–626 ( July–Aug. 2005).
S. Eslinger and R. J. Adams, “Reducing Software Acquisition Risk: Best
Practices for the Early Acquisition Phases,” Space Systems Engineering and Risk Management Symposium (Manhattan Beach, CA, 2005).
R. W. Farley, J. E. Wessel, et al., “Active Raman Sounding of the Earth’s
Water Vapor Field,” Spectrochimica Acta Part A—Molecular and Biomolecular Spectroscopy, Vol. 61, No. 10, pp. 2335–2341 (Aug. 2005).

44 • Crosslink Spring 2006

H. Feil and W. A. Metler, “Mobile Routing Architectures in the Transformational Communication Era,” MILCOM 2005 (Atlantic City,
NJ, Oct. 17, 2005).

J. F. Fennell et al., “Energetic Electrons as a Field Line Topology Tracer
in the High Latitude Boundary/Cusp Region: Cluster RAPID Observations,” Surveys in Geophysics, V. 26, No. 1–3, pp. 215–240 (2005).

J. F. Fennell, J. B. Blake, et al., “The Energetic Electron Response to
Magnetic Storms: HEO Satellite Observations,” The Inner Magnetosphere: Physics and Modeling, ed. by T. I. Pulkkinen, N. A. Tsyganenko,
and R. H. W. Friedel (AGU monograph, 2005).
E. W. Fournier and B. B. Brady, “Perchlorate Leaching from Solid
Rocket Motor Propellant in Water,” Journal of Propulsion and Power,
Vol. 21, No. 5, pp. 937–941 (Sep.–Oct. 2005).

J. S. George, “Initial Single-Event Effects Testing and Mitigation in the
Xilinx Virtex II-Pro FPGA,” 2005 MAPLD (Washington, DC, Sep.
2005).

J. S. George and R. Koga, “Single-Event Transients in Operational Amplifiers,” 2005 IEEE Radiation Effects Data Workshop Record, Nuclear
and Space Radiation Effects Conference (Seattle, July 15, 2005).
E. Grayver et al., “Design and VLSI Implementation for a WCDMA
Multipath Searcher,” IEEE Transactions on Vehicular Technology, Vol.
54, No. 3, pp. 889–902 (2005).

J. H. Hecht, A. Z. Liu, R. L. Walterscheid, and R. J. Rudy, “Maui Meso
sphere and Lower Thermosphere (Maui MALT) Observations of
the Evolution of Kelvin-Helmholtz Billows Formed near 86 km
Altitude,” Journal of Geophysical Research, Atmospheres, Vol. 110, No.
D9, pp. D09S10/1–D09S10/19 (2005).

S. Kenderian et al., “Laser-Air Hybrid Ultrasonic Technique for Dynamic Railroad Inspection Applications,” Insight—Non-Destructive
Testing and Condition Monitoring, Vol. 47, No. 6, pp. 336–340 (2005).
R. Koga and K. B. Crawford, “Heavy Ion SEE Characterization of
COTS 0.22 mm Field Programmable Gate Arrays,” 2005 IEEE
Radiation Effects Data Workshop Record, Nuclear and Space Radiation
Effects Conference (Seattle, July 15, 2005).

S. F. Liu, “Spherical Arrays—Design Considerations,” 18th International
Conference on Applied Electromagnetics (Dubrovnik, Croatia, Oct. 14
2005).
T. S. Lomheim et al., “Modeling the MTI Electro-Optic System Sensitivity and Resolution,” IEEE Transactions on Geoscience and Remote
Sensing, Vol. 43, No. 9, pp. 1950–1963 (Sep. 2005).

D. K. Lynch, R. W. Russell, et al., “Coronagraphic Imaging of PreMain-Sequence Stars with the Hubble Space Telescope Space Telescope Imaging Spectrograph. I. The Herbig Ae Stars,” Astrophysical
Journal, Vol. 630, No. 2, Pt. 1, pp. 958–975 (Sep. 10, 2005).

V. N. Mahajan, “Axial Irradiance of a Focused Beam,” Journal of the
Optical Society of America A (Optics, Image Science and Vision), Vol. 22,
No. 9, pp. 1814–1823 (Sep. 2005).
V. N. Mahajan, “Strehl Ratio of a Gaussian Beam,” Journal of the Optical
Society of America A (Optics, Image Science and Vision), Vol. 22, No. 9,
pp. 1824–1833 (Sep. 2005).
J. A. Morgan, “Parity and the Spin-Statistics Connection,” Pramana–
Journal of Physics, Vol. 65, No. 3, pp. 513–516 (Sep. 2005).

J. J. Murphy et al., “Influence of Scattering and Probe-Volume Heterogeneity on Soot Measurements Using Optical Pyrometry,” Combustion and Flame, Vol. 143, No. 1–2, pp. 1–10 (Oct. 2005).

T. P. O’Brien, “A Framework for Next-Generation Radiation Belt Models,” Space Weather–The International Journal of Research and Applications, Vol. 3, No. 7 ( July 26, 2005).
T. P. O’Brien et al., “Timescale for MeV Electron Microburst Loss
During Geomagnetic Storms,” Journal of Geophysical Research—Space
Physics, Vol. 110, No. A9 (Sep. 1, 2005)
D. W. Pack, E. Tagliaferri, B. B. Yoo, et al., “Meteoritic Dust from the
Atmospheric Disintegration of a Large Meteoroid,” Nature, Vol.
436, No. 7054, pp. 1132–1135 (Aug. 25, 2005).

G. S. Peng and J. E. Wessel, “Impacts of Upper Tropospheric Clouds on
GPS Radio Occultation Profiles,” Geophysical Review Letters (Sep.
21, 2005).
M. N. Ross et al., “Lidar Backscatter Properties of Al2O3 Rocket Exhaust Particles,” Journal of Spacecraft and Rockets, Vol. 42, No. 4, pp.
711–715 ( July–Aug. 2005).

P. R. Rousseau and F. A. Pisano, “Three-Antenna Group Delay Calibration,” Antenna Measurement Techniques Association 2005 (Newport,
RI, Nov. 1, 2005).
A. D. Schutte et al., “Constrained Motion of Tethered Satellites,” Journal of Aerospace Engineering (Oct. 1, 2005).
Y. Sin, N. Presser, and M. Mason, “Novel Tunable DFB Lasers with
FIB Deposited Heaters,” Proceedings of SPIE, Vol. 5738, Novel InPlane Semiconductor Lasers IV, pp. 262–270 (2005).

G. G. Sivjee and R. L. Walterscheid, “Observations of Elevated Power
near the Brunt-Vaeisaelae Frequency,” Journal of Geophysical Research,
Vol. 110, No. A6 (2005).
T. A. Spiglanin, “Rocket Science On-line: Using Live E-Learning
Technology—To Capture At-Risk Technical Knowledge,” E-Learn
2005 (Vancouver, Oct. 24, 2005).
P. Straus, “Ionospheric Climatology Derived from GPS Occultation
Observations Made by the Ionospheric Occultation Experiment,”
GPS Solutions, Vol. 9, No. 2, pp. 164–173 ( July 2005).

Y. R. Takeuchi and J. T. Dickey, “Thermal Conductance of High-Speed
Bearings in Vacuum,” 2005 ASME Heat Transfer Symposium (San
Francisco, July 18, 2005).
D. A. Thompson, “A Modified Three-Antenna Polarization Measurement Technique Using a Least-Squares Fit,” Antenna Measurement
Techniques Association 2005 (Newport, RI, Oct. 30, 2005).

D. A. Thompson, “Using a Chirp Z-Transform on Planar Near-Field
Data to Expand a Portion of the Far-Fields with Increased Resolution and No Interpolation,” Antenna Measurement Techniques Association 2005 (Newport, RI, Oct. 30, 2005).
J. J. Townsend, J. G. Coffer, and J. C. Camparo, “Breakdown of the Born
Approximation in Laser Phase-Noise to Amplitude-Noise Conversion,” Physical Review A (Atomic, Molecular, and Optical Physics), Vol.
72, No. 3, pp. 33807-1–33807-3 (Sep. 2005).
C. C. Venturini, “Astronomical Instrument Control Using LabVIEW
and TCP/IP,” National Instruments Week 2005 (Austin, Aug. 16,
2005).

C. C. Venturini and R. J. Rudy, “Optical and Near-IR Observations of
the B[e] Star AS 119,” Stars with the B[e] Phenomenon, in ASP
Conference Series (Vlieland Island, Netherlands, July 10–16, 2005).

H. Wang and W. F. Buell, “Laser-Cooled Continuous Cs-Beam Master
Oscillator,” 2005 Joint IEEE International Frequency Control Symposium and Precise Time and Time Interval (PTTI) System and Application Meeting (Vancouver, Aug. 29–31, 2005).

M. A. Weaver, R. L. Baker, et al., “A Probabilistic Paradigm for Spacecraft Random Reentry Disassembly,” Reliability Engineering and
System Safety, Vol. 90, No. 2–3, pp. 148–161 (Nov.–Dec. 2005).

C. P. Wright and J. D. White, “Test Like You Fly: A Risk Management
Approach,” Aerospace Risk Management Symposium (Oct. 2005).

A. H. Zimmerman, “Virtual Life Testing of Nickel-Hydrogen Battery
Cells,” 2005 NASA Battery Workshop (Huntsville, AL, Nov. 30, 2005).

Patents
R. B. Dybdal, D. D. Pidhayny, “Main Beam Alignment Verification
for Tracking Antennas,” U.S. Patent No. 6,937,186, Aug. 2005.
Signal acquisition using high-gain, narrow-beamwidth antennas
has the possibility of signal alignment with a lower-level antenna
sidelobe rather than the desired higher-level antenna main beam.
Two methods were devised to validate the desired main beam
alignment. One method for open-loop antenna tracking techniques distinguishes the main beam and sidelobe alignments by
the differences in their angular lobe widths. A second method
for closed-loop antenna tracking techniques distinguishes main
beam and sidelobe alignments on differences in the error response for the control systems. Both of these methods use existing hardware and are implemented via software commanding.
E. Y. Robinson, “Satellite Stand-Off Tether System,” U.S. Patent No.
6,945,499, Sep. 2005.
Recent space missions have sought to maintain precise relative
positions among separate spacecraft by tethering them together;
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spacecraft are initially stowed together in a compact configuration. The primary spacecraft includes an extendable semirigid
boom that is equipped with two drive motors at the base and a
pulley at a distal end. A tether line is held at each end by the drive
motors and looped though the pulley so that it functions as a belt
drive. The secondary spacecraft would be fastened to the tether so
that it could be driven back and forth to any position along the
length of the boom. With the tether under constant tension, the
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A composite material that incorporates tiny rigid elements or
“machines” in a soft polymer matrix can absorb or deflect external
forces. The machines have an elongate shape with an asymmetrical cross section. For example, in one embodiment, the machines
resemble a pair of I-beams lain side by side, but somewhat
skewed, rather than rectilinear. Thus, they remain rigid in the long
direction but redirect compression forces sideways in their flat
aspect. A variety of asymmetrical or nonrectilinear cross sections
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configurations. Adjacent machine elements can be connected to
enable more precise control of spacing and configured to respond
independently or in concert to derive more tailored properties.
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(left to right) Carl A. Sunshine is Principal Director, Chief
Engineer’s Office, Satellite and Launch Control Systems. He
has a Ph.D. in computer science from Stanford University (carl.
a.sunshine@aero.org). Patrick C. James is Senior Project Leader,
AFSCN Integration. He supported AFSCN as an Air Force officer before joining Aerospace. He has an M.S. in systems engineering from Air Force Institute of Technology (patrick.c.james@aero.
org). Ronald G. Nishinaga is Principal Director of the AFSCN
Directorate. He joined Aerospace in 1970. His organization received the Aerospace’s Program of the Year award in 1994 for work
on the CSOC. He has a Ph.D. in space systems engineering from
UCLA (ronald.g.nishinaga@aero.org). Jeffrey S. Fedor is Systems
Director for AFSCN. He joined Aerospace in 1988 to work in
the CSOC program office. He also later served in the Defense
Dissemination program office and the Information Technology
Department. He has an M.S. in electrical engineering from the
University of Southern California (jeffrey.s.fedor@aero.org).

Enterprise Architecture Modeling of Ground Systems
James N. Martin is a Senior Project
Leader in the Systems Engineering
Division. He assists in the development of enterprise architectures
and provides consulting on systems
engineering practices. He has been
with Aerospace for five years. He is a
Fellow of the International Council
on Systems Engineering and leader of
that group’s standards committee. He
has an M.S. in mechanical engineering from Stanford University and is
a Ph.D candidate at George Mason
University (james.n.martin@aero.org).
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Information Assurance in the Global Information Grid
(left to right) Deborah A. Shands, an Engineering Specialist in the Information Assurance
Technology Department, joined Aerospace in
2004. Her research focus is adaptive security.
She holds a Ph.D. in computer and information
science from the Ohio State University (deborah.a.shands@aero.org). Stuart G. Schaeffer
is an Engineering Specialist in the Information Assurance Technology Department. He
joined the department in 1994. He is a Senior
Validator under the Common Criteria Evaluation and Validation Scheme (CCEVS). He
holds an M.S. in electrical engineering from
the University of California at Berkeley (stuart.
g.schaeffer@aero.org). Leo G. Marcus, Research Scientist, works in information assurance
and computer security. He has recently provided
program support for GPS, Advanced EHF, Milstar, RSA, and
SBIRS and has also worked on security architecture for C4ISR.
He has a Ph.D. in mathematics from the Hebrew University of
Jerusalem (leo.g.marcus@aero.org). Daniel P. Faigin, Senior
Engineering Specialist, joined Aerospace in 1988. He’s been supporting the CCEVS since its early incarnation as the Trusted
Product Evaluation Program. He has an M.S. from UCLA
(daniel.p.faigin@aero.org). Timothy E. Lelesi is Manager, Acquisition and Engineering, in the Information Assurance Technology
Department. His program expertise includes security acquisition
and engineering and information technology certification and

accreditation. He holds an M.B.A. from the University of California at Irvine (timothy.e.lelesi@aero.org). Colin D. Cole, Project
Engineer in Milsatcom Space Program Operations, supports
information assurance on the key-management architecture for
Advanced EHF. He joined Aerospace in 2000 after receiving an
M.S. in electrical and computer engineering from the University
of Arizona (colin.d.cole@aero.org). Since joining Aerospace three
years ago, Nicole M. Carlson has provided information assurance
engineering support to several Air Force programs. She is a validator for the CCEVS. She holds an M.S. in computer science from
the University of California at Davis (nicole.m.carlson@aero.org).

Technology Prototyping
in Support of Future Ground System Requirements

An Overview of
Ground System Operations

Ronald L. Owens (left)
is Director, Ground
Systems Department,
Computer Science and
Technology Subdivision, Computers and
Software Division. His
expertise includes software reuse, information
engineering, enterprise
architecture standards,
implementation of
emerging information technologies, and
network protocols and
security. He received
the DOD Defense Standardization Program Outstanding Performance Award for contributions in system interfaces, network protocols, and classified distributed system services. He joined Aerospace in 2002 and has a Ph.D. in information technology from
George Mason University (ronald.l.owens@aero.org). D. Lamont
Williams (right) is Senior Project Leader in the Ground Systems
Department. He has also served as Director of the Network and
Communications Support Department. He joined Aerospace in
1981. He holds a B.S. in industrial and systems engineering from
Georgia Tech (dlamont.williams@aero.org).

Crosslink’s guest editor for this issue,
Marilee J. Wheaton, is General
Manager of the Systems Engineering
Division. She supports Aerospace customers in space systems architecture,
design, and development. She has
held numerous positions at Aerospace,
including Principal Engineer in the
Ground Systems Program Office,
Systems Director for AFSCN Engineering and Integration, Associate Director for Directorate H Ground and
Communications, Principal Director of
the Business and Operations Analysis
Subdivision, and General Manager of
the Computer Systems Division. Most
recently, as General Manager of the Computer Systems Division,
she provided management and technical leadership for computer
science and technology, computer systems engineering, and software acquisition. She was selected as an AWC Woman of the Year
in 1986 and is a Fellow and Life Member of the Society of Women
Engineers and an Associate Fellow of AIAA. She has an M.S. in
systems engineering from the University of Southern California
(marilee.j.wheaton@aero.org).
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The Back Page
Ten Years on the Ground

I

n the mid-1990s, a small group of ground system architects and
researchers at Aerospace envisioned a series of annual workshops to help ground system planners transition to common
consensus-based open system architectures. To realize this vision,
Aerospace began working with the University of Southern California’s Center for Software Engineering (USC-CSE), which was
pursuing a project on complex software design cosponsored by the
Defense Advanced Research Projects Agency and U.S. Air Force
Research Laboratory.
The workshop became a reality in February, 1997, when Aerospace and the U.S. Air Force Space and Missile Systems Center
(SMC) cosponsored the first Ground System Architectures Workshop (GSAW) in an auditorium at Aerospace. More than 200
participants met for two days of plenary presentations, panel discussions, and a keynote address by the SMC commander. That first
GSAW focused on the role of software architectures in spacecraft
ground system standardization, implementation (using commercial
products, middleware, and frameworks), and interoperability.
GSAW’s primary mission has been to provide a forum for a
diverse constituency of researchers and practitioners in the ground
systems domain to exchange ideas and experiences. Participants
include software researchers, acquisition managers, and technology
providers from diverse commercial, academic, and government organizations. Most panels are moderated by ground systems experts
from Aerospace.
A look at the conference syllabus provides insight into the most
pressing concerns facing the ground systems sector. For example,
the first conference in 1997 had numerous presentations on specialized architectures for operations and control, while the 2004 conference was dominated by information assurance and the Global
Information Grid. The theme of the 2005 conference was “Collaboration and Common Solutions.” A panel on mission support
featured Aerospace presentations on international best practices in
ground system automation. In a panel on emerging trends, Aerospace researchers discussed current and emerging ground system
technologies in general as well as a scalable open-source digital
video system for launch range operations. Additional panels covered
topics such as standards and interoperability and new technologies
and tools. At the 2004 conference, a panel on life-cycle strategies
featured an Aerospace presentation on the use of combined system
and software reliability models for satellite ground systems dependability predictions.
Each conference also includes a number of working group or
“breakout” sessions. These half-day seminars provide a forum for
focused discussion and analysis of critical core concepts introduced
in the plenary presentations. Topics in 2005 included components,
frameworks, and Web/Grid services for ground systems as well as
lessons learned and future trends in collaboration. At a working
group focused on managing acquisitions involving multiple organizations, Aerospace researchers led exercises geared toward applying
system dynamics modeling to SMC acquisitions and gauging the
cost of organizational structures and interfaces. Another working
group, convened to study architecture-centered evolution, evaluation, and elaboration of software-intensive systems, included an
Aerospace presentation on an aspect-oriented strategy for evaluating software architectures as they evolve.
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Breakout sessions the previous year covered topics such as tools
and techniques for building enterprise and system architectures,
Grid and Web service standards for government and defense
systems, and ground system costs. A session on risk management
featured an Aerospace presentation on best practices for the acquisition of COTS-based software systems.
GSAW’s reach has been international from the beginning,
attracting attendees and presenters from around the world. At
GSAW2005, for example, representatives from the Japan Aerospace Exploration Agency described the development of generic
ground systems by means of a standard modeling method. The European Space Operations Center presented on mission families as a
cost-effective approach to control system development. Researchers
from University of Bath discussed weather forecasting and fade
mitigation.
GSAW has grown steadily over the last decade. By 2003, GSAW
had outgrown the Aerospace auditorium and moved to the Marriott hotel in nearby Manhattan Beach. GSAW2004 saw the introduction of a full day of tutorial sessions, where domain experts were
given the opportunity to share their knowledge and experiences in
depth. Aerospace-led tutorials in 2004 included information assurance for ground systems and the Global Information Grid and system requirements development. This highly successful element of
GSAW has been continued in the following years. Full- and halfday tutorials in 2005 included a structured approach to requirements and modeling, stakeholder collaboration and ground system
software success, information assurance for DOD ground systems,
and evolutionary acquisition and spiral development. Nine tutorials will be offered in 2006, ranging from software acquisition best
practices to information assurance engineering for space systems.
GSAW affiliates include SMC, U.S. Air Force Space Command,
the National Reconnaissance Office, USC-CSE, Carnegie Mellon’s
Software Engineering Institute, the Jet Propulsion Laboratory,
NASA Goddard Space Flight Center, National Oceanic and Atmospheric Administration, and the Institute for Software Research
at the University of California, Irvine.
In 2006, GSAW celebrates its tenth anniversary. The conference
will take place March 27–30, 2006, at the Marriott hotel in Manhattan Beach, California. The theme will be “Applying Technology
to Operational Goals.” Paper topics will address issues such as architectural representation and analysis; standards, interoperability,
and systems of systems; off-the-shelf software, open-source components, and software reuse; program, risk, and change management;
system security and information assurance; mission assurance, test,
and integration; transformational and net-centered communication
architectures; space and ground trades; operations and sustainment; emerging ground system technologies; and automation and
integrated services. Both classified and unclassified panels will be
included.
For more details, visit http://www.aero.org/conferences/gsaw/.
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The Crosslink Crossword
Across

1. Antenna strength
2. It’s hyperexponential these days
3. Data delay
5. Sellers
8. Line of ______, from ground to satellite
11. Geology
13. Not one-shot
14. First step of problem solving
16. Program purchase
17. Community of ___, like-minded souls
21. Information about information
23. Getting the clocks to chime together
24. Inherited, or left to posterity
26. Service requester
30. Open-source relational database
32. One place where data can be
processed
34. Unprocessed, as data
35. Broadly available devices
40. Requested computations
41. Indian Ocean island with tracking
station
44. Core satellite
45. Range of radio frequencies
46. Information, from sensor to user
47. It emits or receives radio waves
48. Keeping tabs on a passing satellite
49. It opens encrypted data
50. Quality management approach
51. Devices that monitor network
connection points
52. Free code

Down

1. It’s only a phase
2. Remote outpost
4. Pristine kind of room, in system
preparation
5. Upright?
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6. Secure barrier
7. Setup for checking out new items
9. Framework
10. Process improvement acronym
12. A network’s ability to keep up with changes
15. Untimely?
18. “The better” is its enemy
19. (Ballpark) height of weather mission orbit
20. Site of launch
22. Network of broadly distr. ele.
25. Enterprise ___ management, the control of
sensitive data
27. Channel for spacecraft transmissions

28. Org. that operates weather sats
29. Unit of remote sensing mission data
30. Planet’s liquid core
31. Movement of data or liquids
33. Exchanging information or text
36. Air Force station in Sunnyvale
37. Earth’s crisp top
38. Architecture parts
39. Hot software program
42. Software that’s everywhere (acronym)
43. “Raging incrementalism” hardware elements
46. Traditional antenna style
48. 24-month technology improvement factor

Most puzzle words and clues are from articles in this issue. The solution is on the Crosslink Web site: http://www.aero.org/publications/crosslink/.

